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Higher-Order Uncertainty 

 

1. Introduction 

 

People are often uncertain about what the world is like. We can be uncertain about mundane empirical 

matters, like whether it will rain tomorrow, or whether an egg that we are considering adding to an omelet 

is rotten. We can also be uncertain about moral matters, like what kind of inflictions of harm (if any) can 

be justified on grounds of self-defense, or whether moral status depends on sentience alone. We can also 

be uncertain about epistemic matters, like how confident you should be that there’s a kangaroo in the closet 

if you just saw what appears to be a kangaroo in there, but it seemed antecedently pretty unlikely that there 

would be a kangaroo in there. On top of all of this, people can exhibit higher-order uncertainty; they can be 

uncertain about the true normative theory describing how people should behave given their uncertainty. 

This paper is about higher-order uncertainty. 

 

I describe a problem for one of the most popular and widespread views about how people should act when 

they are uncertain: the view that uncertain agents should maximize expected value. There are species of this 

view regarding uncertainty about mundane empirical matters, about moral matters, and about epistemic 

matters, all of which face this problem. 

 

I like the view that uncertain agents should maximize expected value. But I am not completely certain of 

its truth; I do not give this view credence 1, and there are several other views about how people should act 

when they are uncertain in which I have some credence. (Thus I exhibit higher-order uncertainty.)  One of 

these other views is an arch-externalist view stating that people’s uncertainty is irrelevant to the question 

of what they should do, and that uncertain agents – like all agents – should do whatever is in fact the best 

thing to do. The problem for the view that uncertain agents should maximize expected value arises when 

it has to deal with my higher-order uncertainty, including positive credence in this arch-externalist view. 

 

The paper proceeds as follows. Section 2 clarifies some preliminary matters, and section 3 introduces the 

problem. Section 4 discusses two failed solutions, and offers some grounds for skepticism regarding the 

prospects of finding a satisfactory solution. Section 5 shows how the problem generalizes straightforwardly 

from empirical to moral and epistemic uncertainty. Section 6 then offers three possible conclusions. 
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2. Preliminaries 

 

Here is an example of the standard decision-theory-illustrating table that we all know and love: 

 

 S1 (0.6) S2 (0.2) S3 (0.2) Total EU 

a1 10 2 4 7.2 

a2 4 8 6 5.2 

a3 2 6 50 12.4 

 

It has columns representing each state of the world in which the agent has some credence (S1-S3), rows 

representing each act that the agent could perform (a1-a3), and boxes containing numbers representing the 

utility that she would derive from the outcome of performing each act in each state (e.g., the agent derives 

10 utils from outcome of performing act 1 in state 1, as displayed in the top-left box). And it has a column 

displaying each act’s expected utility; the sum of the utilities of the outcomes that the act could produce, 

each multiplied by the agent’s credence in the state of the world in which the act produces that outcome. 

 

I should note right away that there is nothing special about the numbers that I have chosen to fill out this 

table. They are not designed to gerrymander a certain result; the results that I will discuss arise no matter 

which table we begin with. This particular table is just an example. 

  

I am fairly confident of the dictum that I relay to my undergraduate students on a termly basis:  

 

MAXEU: When faced with the standard decision-theory illustrating table, what I should 

do is maximize expected utility – choose the act with highest expected utility. 

  

But when I say ‘fairly confident’, I mean exactly that. I'm not completely certain of MAXEU. I don’t give this 

proposition credence 1. That is because there are alternative theories about how I should act when I am 

uncertain, many of which have arguments in their favor that are sufficiently compelling for me to give 

them some credence (though it may be only a miniscule amount, and though I fall far short of believing any 
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of them). But I recognize that the truth of these alternative theories is inconsistent with the truth of MAXEU. 

So I cannot coherently assign credence 1 to the latter. 

 

For example, I have some credence in Lara Buchak’s proposal that agents faced with a standard decision-

theory-illustrating table should not maximize expected utility simpliciter, but rather risk-weighted expected 

utility.1 As Buchak points out, her approach vindicates the preferences that I find appealing in the Allais 

paradox,2 as well as a host of other interesting cases. I give her account some credence on this basis.  

 

I am also generous enough to assign some credence even to less intuitively attractive theories. For example, 

I have some credence in a theory that we might call ‘Go For Broke!’ (hereafter GFB), as follows: 

 

GFB: When faced with the standard decision-theory-illustrating table, I should just look at 

the column representing the state of the world in which I have the highest credence, and 

perform the act whose outcome yields most utility in this state, ignoring all the others.  

 

To be clear, GFB strikes me as a terrible theory. I do not find it remotely plausible. But I’m still not going to 

give it credence zero. That would be a step too far. I’ll just give it a very, very small real number. 

 

One last alternative to MAXEU will play a starring role in this paper. I have some credence – not a lot, but 

some – in a theory that we might call ‘Do What Is Best’ (hereafter DWIB): 

 

DWIB: When faced with the standard decision-theory illustrating table, I should do 

whatever is in fact best, regardless of my credences. 

 

According to DWIB, an agent’s credences are irrelevant to the question of what she should do. This is 

because she actually is in just one state of the world, not any of the others in which she has some credence. 

(Indeed, if she has really messed up epistemically, then she may be in a state of the world in which she has 

                                                           
1 See Lara Buchak, Risk and Rationality (Oxford: Oxford University Press, 2009); Lara Buchak, ‘Risk and tradeoffs’, 

Erkenntnis 79 (2014), pp.1091-1117. 
2 See Maurice Allais ‘Le comportement de l'homme rationnel devant le risque: critique des postulats et axiomes de 

l'école Américaine’, Econometrica 21:4 (1953), pp.503-546. For Buchak’s discussion see Lara Buchak, ‘Risk and 

tradeoffs’, pp.1095-97. 

 

https://en.wikipedia.org/wiki/Econometrica
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no credence.) DWIB has two ways to go from here. The first says that the act I should perform is the one 

whose actual outcome yields more utility than the actual outcomes of all of my available alternatives. This 

version of DWIB denies that my credences are relevant to the question of what I should do, but still takes 

my utilities to be relevant – they determine which act is in fact best, and the theory then says that I should 

perform this act. The second version of DWIB holds that neither my credences nor my utilities are relevant 

to the question of what I should do. It suggests that there exist objective criteria of prudential value, which 

generate an ordering over outcomes in terms of their goodness for me in a manner that does not depend 

on my preferences over these outcomes.3 And this version of DWIB holds that, when faced with the 

standard decision-theory-illustrating table, I should simply perform whichever act will yield the most 

objective prudential value in the actual state of the world, ignoring the table entirely. 

 

GFB and DWIB might seem like odd theories of what to do when faced with the standard decision-theory-

illustrating table. After all, why would such a theory recommend ignoring all but one column in the table 

(as GFB does), or ignoring the table entirely (as DWIB does)? But these are prudential analogues of two 

theories about moral uncertainty that have each received sophisticated defenses in recent years. GFB is the 

prudential analogue of the so-called ‘My Favorite Theory Theory’.4 And DWIB is the prudential analogue 

of the view that moral uncertainty is morally irrelevant.5 I think that the arguments for these theories about 

moral uncertainty are good enough for me to give them some credence – not a lot, but some. And I think 

that this lends support to their prudential analogues, GFB and DWIB. 

 

This puts me in an interesting predicament. As we have seen, I am uncertain about what people should do 

when (like me) they are uncertain about what the world is like. But MAXEU and its rivals are themselves 

theories about what the world is like; they are about what the world is like normatively. So the truth or 

falsity of MAXEU is part of the actual state of the world. This means that my state of uncertainty about how 

people should act when they are uncertain about what the world is like is itself a state of uncertainty about 

what the world is like. My uncertainty is partly self-referential.  

 

                                                           
3 See, for example, Amartya Sen, Inequality Re-examined (Oxford: Clarendon Press, 1992); Amartya Sen, ‘Capability 

and well-being’, in Martha Nussbaum and Amartya Sen (eds.), The Quality of Life (Oxford: Clarendon Press, 1993); 

Thomas Hurka, Perfectionism (Oxford: Clarendon Press, 1993). 
4 See Johan Gustaffson and Olle Torpman, ‘In defense of my favorite theory’, Pacific Philosophical Quarterly 95 (2014), 

pp.159-174. 
5 See Brian Weatherson, ‘Running Risks Morally’, Philosophical Studies 167:1 (2014), pp.141-163; Elizabeth Harman, 

‘The Irrelevance of Moral Uncertainty’, Oxford Studies in Metaethics 10 (2015). 
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For clarity, we can call uncertainty about what people should do when they are uncertain about what the 

world is like ‘higher-order uncertainty’, using the phrase ‘lower-order uncertainty’ to refer to the familiar 

kinds of empirical uncertainty commonly used to illustrate decision theory – uncertainty about things like 

whether an egg that I am thinking of adding to my omelet is rotten, or whether it will rain tomorrow. 

 

Because I am happy to construe the truth or falsehood of MAXEU as a state of the world like any other, I 

am happy to represent my higher-order uncertainty in a decision-table of its own, like so: 

 

 MAXEU ~MAXEU Total 

a1 7.2 ? ? 

a2 5.2 ? ? 

a3 12.4 ? ? 

 

Three questions now arise. First: how do I fill out the ‘~MAXEU’ column (or columns, since it must be 

subdivided if the other theories in which I have some credence do not all assign each act the same value as 

one another)? Second: how do I then fill out the ‘Total’ column? And third: once I have finished drawing 

my table, what should I do? 

 

A clarificatory point: the reader may think that these questions can be quickly answered by distinguishing 

two senses of ‘ought’, a subjective and an objective sense, and then saying that I subjectively ought to do as 

MAXEU says and objectively ought to do as DWIB says. But to offer this response is to misunderstand the 

problem. What the response misunderstands is that the three questions above arise within the realm of the 

subjective ought. Both MAXEU and DWIB are offered as theories of what I subjectively ought to do. So my 

three questions are about what a certain type of agent, who is uncertain about the nature of the subjective 

ought, subjectively ought to do. What we are looking for is a coherent theory of what people should do 

when they are uncertain about what the world is like that intelligibly applies not only to lower-order but 

also to higher-order uncertainty, and thus to uncertainty about whether this theory is itself true. 

 

3. Setting up the problem 

 

Here are two desiderata: 
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1. Consistency. It would be nice if the same kind of theory were true for lower- and for higher-order 

uncertainty; if, for example, MAXEU were true no matter which type of uncertainty was at issue. 

This would be nice because it would give us a cohesive picture of normative reality. By contrast, if 

there were a major disconnect between the true theory of how to act given lower-order uncertainty 

and the true theory of how to act given higher-order uncertainty, this would be a striking fact that 

calls out for explanation. So, to be more precise, we can say that it would be nice if there were either 

consistency between the true theory of how to act given lower- and higher-order uncertainty or a 

satisfying explanation of whatever inconsistency there may be.  

2. Helpfulness: It would be nice if the true theory of what people should do when they are uncertain 

were able to withstand less than full confidence in its own truth, issuing verdicts about what to do 

even to agents who do not assign credence 1 to this very theory. Indeed, this is strikes me as a 

precondition of the adequacy of such a theory. These theories’ whole point is to issue verdicts about 

what people should do in light of their uncertainty. It would be bad if such a theory were unable 

to issue verdicts when people's credence in it dropped below 1 – this would be not only unhelpful, 

but also somewhat hypocritical. A theory of how to handle uncertainty should be able to handle 

uncertainty about its own truth. 

 

These two desiderata make me worried about good old MAXEU. To repeat, I find MAXEU compelling as 

a theory about lower-order uncertainty. But I doubt that Consistency and Helpfulness can both be preserved 

if MAXEU is the correct theory of lower-order uncertainty. This is because, if MAXEU is the correct theory 

of lower-order uncertainty, then, for Consistency to be preserved, MAXEU must also be the correct theory 

of higher-order uncertainty. And I doubt that anything recognizable as a version of MAXEU can preserve 

Helpfulness when dealing with higher-order uncertainty. In the remainder of this paper I will explain the 

grounds for my doubt. 

 

The trouble for MAXEU arises when we consider people, such as myself, who have both some credence in 

MAXEU and some credence in DWIB. In what follows I will first explain a simple problem with MAXEU’s 

Helpfulness when it comes to such agents (this section). I will then consider two failed solutions (§3). One 

of these solutions fails to preserve Helpfulness. The other secures Helpfulness only by ensuring that an agent’s 

credence in DWIB can never make any difference to what she should do – thus abandoning the idea that 

agents’ credences affect what they should do, i.e. the very idea that is most distinctive and attractive about 

MAXEU, and thus reneging on Consistency.  I will quickly dismiss a misguided potential reply on behalf of 
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the defender of MAXEU (§4), and will then show that the problem can be straightforwardly generalized to 

cases involving moral and epistemic uncertainty rather than empirical uncertainty (§5). 

 

Here is the simple problem. I have some credence in MAXEU and some in DWIB. Simplifying (for ease of 

exposition) by pretending that these are the only two higher-order theories in which I have some credence, 

we might begin to construct a higher-order decision-table for me like so: 

 

 MAXEU (0.95) DWIB (0.05) Total EU 

a1 7.2 ? ? 

a2 5.2 ? ? 

a3 12.4 ? ? 

 

But if this is as far as I can go when it comes to the construction of my higher-order decision-table, then I 

am in trouble. Note that I have no difficulty filling in the values of my available acts in the normative state 

of the world in which MAXEU is true; this is just the expected utility of each act, which I can see in the 

‘Total EU’ column of my lower-order decision-table. But I face an obstacle when it comes to filling out the 

values of these acts in the state of the world in which DWIB is true. This column should either be filled out 

with the utilities of the outcomes that a1, a2 and a3 will actually produce (for a version of DWIB that uses 

my utilities), or with numbers representing the extent to which these outcomes include items of objective 

prudential value (for a version of DWIB that uses an objective list). But I do not know what either of those 

sets of numbers are. I do not know what utilities a1, a2 and a3 will actually yield, since I do not know which 

lower-order state of the world is actual – therein lies my lower-order uncertainty. And if there are objective 

prudential values, then I certainly do not know what those are, either. 

 

Another clarificatory point: It will not do to say that we can simply ignore the DWIB column, on the 

grounds that all acts are assigned the same value in this column. This will not do because it is false that all 

acts are assigned the same value in this column. It is false that, if DWIB is true, then all acts have the same 

value. Indeed, on the subjective version of DWIB, this cannot be true if my lower-order decision-table is as 

described in §1; no state of the world in this table is one in which all acts yield the same utility, so, no matter 

which world is actual, a theory that tells me to perform the act that actually yields the most utility cannot 

value all acts equally. And on the objective version of DWIB, my available acts all have the same value only 

if the true theory of objective prudential value is one according to which the actual outcomes of all of these 
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acts have exactly the same value. This is very implausible, and is certainly not the sort of thing that we can 

assume without argument. So we cannot say that the DWIB column is one in which all acts are assigned 

the same value (unless we have an argument for the view that all outcomes have the same prudential value 

as all other outcomes). The DWIB column is almost certainly one in which my available acts are assigned 

different values. The issue with DWIB is an epistemic one; I cannot tell what these values are. 

 

Here is the trouble. If I cannot write anything in the ‘DWIB’ column, then I am unable to assess the higher-

order expected utility of my available acts. It is impossible to calculate expected utility if some of the boxes 

in my table don’t have any numbers in them. So MAXEU will be unable to generate a verdict in my case. 

Moreover, it will be unable to generate a verdict precisely because I dared to have less than full confidence 

in its truth. And there is nothing special about the numbers here; an attempted higher-order application of 

MAXEU will run up against this problem for any agent who assigns any amount of credence at all to DWIB. 

So there goes Helpfulness. 

 

This looks bad for MAXEU. 

 

4. Two failed solutions 

 

We might try to develop a variant of MAXEU to get around this problem. To preserve Consistency, this 

variant must still be recognizably within the spirit of MAXEU. And to regain Helpfulness, the higher-order-

maximizer must find a way to put numbers in the cells of the ‘DWIB’ column in her higher-order decision-

table, despite her lower-order uncertainty.  

 

There are lots of different strategies open to us here. With no claim to having exhausted all possibilities, in 

this section I consider two strategies and explain why I find both of them wanting; neither strategy 

preserves Helpfulness without reneging on Consistency. The stage will then be set for defenders of MAXEU 

either to develop a new strategy that avoids the problems I lay out for the two strategies that I discuss, or 

to argue that either Consistency or Helpfulness (or perhaps both) is in fact something that we shouldn’t want. 

 

a. First strategy: upper and lower bounds 

 

Here is the first strategy.  
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The first strategy begins with the observation that, although I do not know which state of the world in my 

first-order decision-table is actual, I have a partition of possible worlds among which I divide my credence. 

And I am able to assign utilities to the outcomes of each of my available acts in each of these worlds. So I 

know that the utility of each of my available acts in the ‘DWIB’ column of my higher-order decision table 

must fall within a certain range; I can place upper and lower bounds on the utilities that my acts could yield. 

This means that I can fill out each box in the ‘DWIB’ column with a range within which the act's value 

according to DWIB must fall, the minimum being the lowest utility assigned to one of the act’s potential 

outcomes in my lower-order decision-table table, and the maximum being the highest utility assigned to 

one of the act’s potential outcomes in my lower-order decision-table table. (N.B. this holds on the version 

of DWIB that uses my utilities to determine the prudential value of outcomes, rather than an objective list 

of values. I discuss the harder, objective version of DWIB in §4c.) 

 

The result will look like this: 

 

 MAXEU (0.95) DWIB (0.05) Total EU 

a1 7.2 [2 – 10] [6.94 – 7.34] 

a2 5.2 [4 – 8] [5.14 – 5.34] 

a3 12.4 [2 – 50] [11.88 – 14.28] 

 

Imposing these upper and lower bounds on the values of my available acts under DWIB enables me to 

calculate a range within which the higher-order expected utility of the acts must fall, which I can then write 

in the ‘Total EU’ column. So this first approach yields answers where question marks once lay. Granted, 

they are imprecise answers. But in some cases – like the one above – the imprecise answers still suffice to 

generate clear recommendations. In the table above, a2’s range of potential higher-order expected utility is 

wholly below a1’s, which in turn is wholly below a3’s. So in this case the upper-and-lower-bounds strategy 

enables me to place my acts into a total ordering (a3 > a1 > a2) and to identify one of them (a3) as best. We 

regain Helpfulness. 

 

But this will not always be the case. When dealing with the lower-order decision-table from §1, the upper-

and-lower bounds strategy yields a clear ordering over the acts in my second-order decision-table, because 

their ranges of potential expected utility do not overlap. It does not yield a clear ordering if there is overlap 
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between then ranges of potential expected utility in my higher-order decision-table. And whether there is 

overlap depends on the particular numbers in my lower-order decision-table. Take, for instance, someone 

whose credences and utilities are exactly the same as those displayed in the table in §1 except that they 

derive 20 utils, rather than 50 utils, from the outcome of a3 in S3. This person’s higher-order decision-table, 

using the upper-and-lower-bounds strategy, would look like this: 

 

 MAXEU (0.95) DWIB (0.05) Total EU 

a1 7.2 [2 – 10] [6.94 – 7.34] 

a2 5.2 [4 – 8] [5.14 – 5.34] 

a3 6.4 [2 – 20] [6.18 – 7.08] 

 

MAXEU cannot generate a clear ordering over acts, nor a clear verdict as to what the agent should do, 

when dealing with this table. This is because a1’s range of potential expected utility overlaps with that of 

a3. MAXEU instructs us to order acts by expected utility, from highest to lowest. But there is no answer to 

the question, ‘Which is higher, between 6.18 and 7.08 or between 6.94 and 7.34?’ So these acts cannot be ranked.  

 

And things can get yet more complicated for the upper-and-lower-bounds strategy. There can be cases in 

which one act’s range of potential expected utility is wholly contained within that of another (e.g. [6.5 – 9.3] 

for one act, [7.2 – 8.4] for another). In these cases, again, there is no answer to the question which range is 

‘higher’ than the other. The upper-and-lower-bounds strategy does not enable MAXEU to generate verdicts 

for these agents. So this strategy ultimately fails to preserve Helpfulness; following this strategy, MAXEU 

still cannot issue clear recommendations for agents who have some credence in DWIB rather than it.  

 

b. Second strategy: repartitioning 

 

Here is the second strategy.   

 

The second strategy begins with the observation that, as well as having a partition of states of the world in 

my lower-order decision-table, I have credences in each of these states of the world. And I have credences 

in my higher-order decision-table, too. So I can try repartitioning the cells in my higher-order decision table. 

Rather than having a single ‘MAXEU’ column and a single ‘DWIB’ column, I can have a single ‘MAXEU’ 

column followed by as many ‘DWIB’ columns as there are columns in my lower-order decision-table, each 
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representing the combined possibility that DWIB is the true normative theory and the corresponding non-

normative state of the world in which I have some credence is indeed the actual world.  

 

The result will look like this:6 

 

 MAXEU (0.95) DWIB & S1 

(0.03) 

DWIB & S2 

(0.01) 

DWIB & S3 

(0.01) 

Total EU 

a1 7.2 10 2 4 7.2 

a2 5.2 4 8 6 5.2 

a3 12.4 2 6 50 12.4 

 

The repartitioning strategy makes MAXEU's higher-order calculations even easier than they were on the 

upper-and-lower-bounds strategy. Following the repartitioning strategy, not only do I have something 

written in every cell in my higher-order decision-table, but I have precise numbers (rather than ranges) in 

each one. Calculating expected utility is now just as easy as it normally is. 

 

The repartitioning strategy passes the Helpfulness test with flying colors. It yields a total ordering over an 

agent’s available acts and a clear verdict as to what she should do just as long as her lower-order decision-

table yields a total ordering and a clear verdict. Moreover, on the repartitioning strategy, the agent’s higher-

order decision-table will always yield the exact same ordering and the exact same verdict as her lower-order 

decision-table did. Indeed, it will even assign the exact same precise degree of expected utility to every one of 

her available acts (for example, 7.2 to a1). This can be verified by comparing the ‘Total EU’ columns of the 

table illustrating the repartitioning strategy above and the lower-order decision-table introduced in §1. 

 

                                                           
6 This way of drawing the table assumes that my credences in DWIB and MAXEU are independent of my credences in 

the lower-order states of the world S1—S3; this assumption justifies dividing my 0.05 credence in DWIB in a 3:1:1 ratio 

between the three combined possibilities, matching the 3:1:1 ratio of assignments of credence to S1—S3 in my lower-

order decision-table. That seems a reasonable assumption to make. It seems reasonable for credences in theories about 

how we ought to respond to uncertainty to be independent of credences in non-normative states of the world, since all 

existing arguments for and against all existing theories about how we should respond to uncertainty remain neutral as 

to what non-normative state of the world we are in, so it seems that normative and empirical questions can be assessed 

separately. (Similarly, all existing arguments for and against all existing theories of how agents should act when they 

are morally uncertain remain neutral as to what first-order moral theory is true.) It would be quite odd if, for example, 

I get more or less confident in the truth of MAXEU depending on how confident I am that it will rain tomorrow. 
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At this point it is important to remember that the numbers in the lower-order decision-table that I am using 

are doing no work in generating our results. The reader is welcome to play around with the numbers in 

my lower-order decision-table and to see what then happens to the higher-order table. Here is what will 

happen: the ‘Total EU’ columns in the lower- and higher-order tables will always be exactly the same. 

 

Moreover, the particular credence that I assign to DWIB in my higher-order decision-table does not matter 

here. When using the repartitioning strategy, I can shift any amount of credence from MAXEU to DWIB 

and back again, and my higher-order expected utilities will always remain exactly as they were before, and 

exactly as they are in my lower-order decision-table. No matter what my lower-order decision-table is like, 

my credence in DWIB can increase arbitrarily high, and my higher-order expected utilities will be exactly 

what they would have been had I assigned MAXEU credence 1 and had no credence in DWIB at all. 

 

This is because the calculation that the repartitioning strategy would have us perform is mathematically 

equivalent to the usual lower-order calculation of expected utility. To see this, compare equation (i), which 

represents a lower-order calculation of expected utility, with equation (ii), which represents a higher-order 

calculation using a repartitioning strategy: 

 

(i) (m × a) + (n × b) + (o × c) 

(ii) ((m × a) + (n × b) + (o × c)) × 1 − x) + ((m × a × x) + (n × b × x)) + (o × c × x)) 7 

 

We are effectively just performing the same operation twice over, summing, and then averaging the results. 

This will always yield the same results as just performing the original operation once. It is this equivalence 

that ensures that, on the repartitioning strategy, my credence in DWIB can never make any difference to 

what I should do, nor to the ordering over my actions, nor even to the particular degree of expected utility 

that any individual act is ever assigned.  

                                                           
7 Here is a bit more explanation of how to understand the two equations. The constants a, b and c represent the value 

of the outcome of one of my available acts – a1, say – in the three states of the world S1, S2 and S3 respectively. The 

constants m, n and o represent my credences in S1, S2 and S3, respectively. The variable x represents my credence in 

DWIB, with my credence in MAXEU given by 1 – x (since we are assuming for ease of exposition that I don’t have any 

credence in any other higher-order theories). Equation (i) thus formalizes a standard calculation of the expected utility 

of a1. Equation (ii) formalizes a higher-order calculation of the expected utility of a1 according to a higher-order version 

of MAXEU that uses the repartitioning strategy to deal with my credence in DWIB; the left-hand side of the main 

operator is the calculation that yields the weighted value of a1 in the ‘MAXEU’ column, and the right-hand side of the 

main operator is the calculation that yields the weighted values of a1 in the three remaining ‘DWIB’ columns. 



13 

 

 

A weakened version of this result still holds if I have some higher-order credence in some other theories 

than DWIB and MAXEU. In this case, shifting my credence between DWIB and one of these other views of 

how people should act when they are uncertain can change the values in the ‘Total’ column of my higher-

order decision-table. But shifting my credence back and forth between MAXEU and DWIB still never makes 

any difference to the verdict as to what I should do, or to the ranking of my available acts, or even to the 

precise higher-order expected utility assigned to any act in my decision-table, so long as I continue to use 

a repartitioning strategy to break down and fill out the ‘DWIB’ column. And this, too, holds regardless of 

what my lower-order decision table looks like. To emphasize: there is no way for a pair of lower- and 

higher-order decision-tables to be such that my credence’s shifting from MAXEU to DWIB or vice versa in 

the higher-order table can ever have any kind of impact on my higher-order expected utility calculation. 

 

These results should raise an eyebrow. For they mean that the repartitioning strategy renders my credence 

in DWIB wholly irrelevant to the question of what I should do.  

 

This means that the repartitioning strategy secures Helpfulness at the cost of Consistency. The idea behind 

Consistency was that recognizably the same theory should be true regarding higher-order as lower-order 

uncertainty. But the main idea behind MAXEU, and the main theoretical attraction of this view, is that 

(unlike DWIB) MAXEU takes agents’ credences in each state of the world to be relevant to the question of 

how they should act given their uncertainty. And this central feature of the view is not preserved on the 

repartitioning strategy; on this strategy, my credence in DWIB is rendered permanently irrelevant to the 

question of what I should do. No matter what the rest of my decision-tables are like, and no matter how 

high my credence in DWIB rises, it may just as well be credence in MAXEU, as the repartitioning strategy 

will yield the exact same value for each act, the exact same ranking, and the same verdict either way. But 

to render my credence in DWIB wholly normatively irrelevant in this way is directly contrary to the spirit 

of a view whose main idea is that my credences make a difference to what I should do.  

 

Since the repartitioning strategy yields the result that my credence in DWIB never makes any difference to 

what I should do, it loses precisely the thing that is most distinctive and appealing about MAXEU. So this 

strategy fails to preserve Consistency; it is true to the letter of MAXEU, but not the spirit.  

 

c. Taking DWIB seriously 
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Here is a final reason to be suspicious of both the upper-and-lower-bounds and repartitioning strategies. 

There is a clear sense in which both strategies fail to take DWIB seriously. To see why, first recall that there 

are two versions of DWIB: a theory that assigns value to outcomes according to the agent’s utility-function, 

and a theory that assigns value to outcomes using an objective list of prudential values that is independent 

of the agent’s preferences, thus ignoring both her credences and her utilities. I have discussed how the 

upper-and-lower-bounds strategy and the repartitioning strategy might attempt (unsuccessfully) to deal 

with the first version of DWIB. But neither strategy can even attempt to deal with the second version of 

DWIB. This is because the second version of DWIB acknowledges the possibility that the outcomes of my 

available acts have degrees of prudential value determined in a manner that is wholly independent of the 

values in my lower-order decision-table. No strategy that fills out the ‘DWIB’ column by manipulating the 

values in my lower-order decision-table will be able to take account of this possibility. 

 

This points to another, related sense in which neither strategy takes either version of DWIB seriously. Recall 

that both versions of DWIB deem my credences irrelevant to the question of what I should do, relying only 

on the prudential value of the outcome that each act would actually produce. DWIB thus incorporates the 

possibility that I messed up epistemically, and the actual lower-order state of the world is one in which I have 

no credence. This is another way in which the outcomes of my available acts may have degrees of prudential 

value wholly independently of the values in my lower-order decision-table; even on the version of DWIB 

that values outcomes based on my utility-function, the possibility I messed up epistemically ensures that 

the value of the actual outcome of one or more acts may be some number that is wholly absent from this 

act’s row of my lower-order decision-table. But this cannot be acknowledged by either strategy. The upper-

and-lower-bounds strategy cannot incorporate the possibility that the utility of an act’s actual outcome is 

lower than the minimum or higher than the maximum in its row of my lower-order decision-table. And an 

attempt to acknowledge the possibility that I messed up epistemically within a repartitioning strategy 

would face two problems. The attempt would look like this: 

 

 MAXEU  DWIB & S1  DWIB & S2  DWIB & S3  DWIB & I 

messed up 

Total EU 

a1 7.2 10 2 4 ? ? 

a2 5.2 4 8 6 ? ? 

a3 12.4 2 6 50 ? ? 
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The ‘I messed up’ column represents the combined possibility that DWIB is true and the actual state of the 

world is one in which I currently have no credence. But I have no idea what this state of the world may be. 

So we face the problem with which we began; unless my available acts all yield outcomes with identical 

utilities in every state of the world in which I currently have no credence (which is unlikely at best), I am 

again unable to fill out one of the columns in my higher-order decision-table. More worryingly, it is hard 

to see how the ‘I messed up’ column could be assigned any credence but zero. This column represents the 

possibility that DWIB is true and the actual lower-order state of the world is one in which I currently have 

no credence, and this is, by hypothesis, a possibility in which I currently have no credence. So any values 

that I might write in this column will be multiplied by zero, and thus will never make a difference to the 

outcome of the repartitioning strategy. 

 

This makes me suspect that there is simply no way to take DWIB fully seriously – including all the skeptical 

possibilities that it raises to salience – within an approach to higher-order uncertainty that is recognizable 

as a version of MAXEU. And that is hardly surprising. DWIB is a theory that scorns the use of clear decision-

theoretic algorithms in determining what to do, so any way to maneuver DWIB into such an algorithm will 

inevitably misrepresent the view. MAXEU cannot generate clear verdicts while taking DWIB seriously. 

 

5. A different tack 

 

The reader may think that it is in fact a good thing for MAXEU to offer identical verdicts when dealing with 

higher-order as with lower-order uncertainty. So she may try a different tack: rejecting Consistency in favor 

of a rival desideratum to the effect that a theory of how to act when uncertain should yield the same verdicts 

for higher-order as for lower-order uncertainty.  

 

I can see the appeal of this desideratum. The reader might defend it by emphasizing the importance of a 

theory’s offering consistent recommendations across orders of uncertainty, and thereby avoiding the threat 

of normative dilemmas.  

 

Unfortunately, though, the different tack will not get us very far. This is because the trouble that I discussed 

in §3 applies only to theories, like DWIB, that do not assign easily-identifiable numerical values to each of 

my available acts. Higher-order theories that do assign easily-identifiable numerical values to each act can 
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still make a difference to the verdicts of higher-order applications of MAXEU. For example, my credence 

in GFB can change MAXEU’s higher-order verdict, as shown: 

 

 MAXEU 

(0.8) 

GFB 

(0.2) 

Total EU 

a1 7.2 10 7.76 

a2 5.2 4 4.96 

a3 6.4 2 10.32 

 

These tables show what happens if I flip from credence 0.8 in MAXEU and credence 0.2 in GFB to credence 

0.8 in GFB and credence 0.2 in MAXEU, while keeping my lower-order decision-table exactly as it is given 

at the beginning of §1. What happens is that the higher-order expected utility of each of my available acts 

changes – sometimes dramatically – as does the ordering over these acts that MAXEU generates, and its 

verdict on what to do. So the pro-MAXEU reader’s different tack faces trouble of its own. The desideratum 

that it puts forward to try to make palatable MAXEU’s higher-order application to agents with credence in 

DWIB is then violated by MAXEU’s higher-order application to agents with credence in GFB. 

 

The lesson to draw from this is that MAXEU yields a combination of normative relevance and normative 

irrelevance for different theories about what people should do when they are uncertain about what the 

world is like. The approach is not one on which my credences in every such theory are relevant to what I 

should do. Rather, it is one on which my credences in some such theories are relevant, while others are not. 

Each higher-order theory that assesses acts in light of my credences about the non-normative state of the 

world (like GFB or Buchak’s risk-weighted expected utility theory) will be such that my credence in it can 

sometimes make a difference to what I should do.8 But a theory that assesses acts in light of the facts about 

                                                           
8 These credences will not always make a difference. Small changes may have no impact on the ordering over my acts. 

And if all of my available acts are assigned the same value in a theory’s column, then my credence in this theory can 

rise or fall without changing what I should do. For example, if the lower-order state of the world in which I have the 

highest credence is one in which all available acts produce equal amounts of utility, then GFB says that these acts are 

all exactly equally good. My credence in GFB can then rise or fall without ever changing what I should do. But the 

sense in which my credence in DWIB is rendered normatively irrelevant by the repartitioning strategy is importantly 

different from this; my credence in GFB may rise or fall without ever changing what I should do only if my lower-order 

decision-table is laid out in this very specific, very peculiar way, whereas on a repartitioning strategy my credence in 

DWIB never makes a difference to what I should do, no matter how the numbers in my lower-order decision-table are arranged. 

The difference is that my credence in GFB is only occasionally irrelevant, but my credence in DWIB is always irrelevant.  

 MAXEU 

(0.2) 

GFB 

(0.8) 

Total EU 

a1 7.2 10 9.44 

a2 5.2 4 4.24 

a3 6.4 2 4.08 
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which non-normative state I am actually in (like DWIB) is rendered normatively irrelevant. This fate awaits 

all and only the normative theories such that my lower-order uncertainty renders me unable to fill out their 

columns in my higher-order decision-table. 

 

6. The moral analogue 

 

I have stated this problem using the terminology and approach of traditional decision theory. But it arises 

in ethics, too, insofar as ethicists seek to appropriate this terminology and approach.  

  

Sometimes they do. The positions outlined above have analogues in the literature on moral uncertainty. 

Indeed, MAXEU is the explicit inspiration for one of the most well-known accounts of what people should 

do when they are morally uncertain: the view that morally uncertain agents should maximize the expected 

objective value of their actions (hereafter ‘MAXEOV’).9 This theory proposes that we see moral uncertainty 

as uncertainty about which state of the world we are in. It then proposes that agents choose how to act in 

light of their moral uncertainty in the way that decision theorists recommend choosing how to act in light 

of uncertainty about which state of the world one is in. MAXEOV proposes that we envision a decision-

table with columns representing moral theories in which the agent has some credence, rows representing 

acts, and boxes containing numbers representing the moral value of performing the corresponding act 

according to the corresponding theory. The usual algorithm yields an ‘Expected Objective Value’ of each 

act. And we should perform the act with the highest expected objective value. So the story goes.  

  

As I mentioned above, GFB also has an analogue in the literature on moral uncertainty, called the ‘My 

Favorite Theory Theory’.10 MFT states that a morally uncertain agent should perform the act recommended 

by the moral theory in which she has the highest credence. And DWIB also has an analogue in the literature 

on moral uncertainty: this is the view that an agent’s credences in moral theories are irrelevant to the 

question of what she morally ought to do.11 Proponents of this view hold that a morally uncertain agent 

should act in the same way that someone who is fully certain of the true first-order moral theory should 

                                                           
9 See especially Andrew Sepielli, ‘What to do when you don’t know what to do’, Oxford Studies in Metaethics 4 (2009); 

Andrew Sepielli, ‘What to do when you don’t know what to do when you don’t know what to do…’, Nous 48:3 

(2014), pp.521-544. This position is also defended by David Enoch in ‘A defense of moral deference’, The Journal of 

Philosophy 111:5 (2014), pp.1-30. 
10 See Gustaffson and Torpman, op. cit. (n.4). 
11 See Weatherson, op. cit. and Harman, op. cit. (n.5). 
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act, which is the same way that someone who is fully convinced of a false first-order moral theory should 

act. Everyone should perform whichever act is in fact the right thing to do, their epistemic states be damned. 

I will call this approach ‘Do The Right Thing’, or ‘DTRT’. 

  

The problem stems from the fact that these are all theories of how an agent should act when she is morally 

uncertain. The term ‘should’ in this sentence is a moral ‘should’, since it is concerned with the (attempted) 

realization of what is morally right and/or good, rather than with the achievement of the agent's own ends, 

or with law, epistemology, or any other possible sources of obligation. This means that theories of how an 

agent should act when she is morally uncertain are themselves moral theories. So uncertainty about the 

truth of such theories is itself a species of moral uncertainty. So these theories are partly self-referential; a 

theory T of how agents should act when they are morally uncertain, qua moral theory, is in part a theory of 

how agents should act when they are uncertain of T itself. 

  

This assumes Consistency. If there is no Consistency, then the correct theory of how people should act given 

lower-order moral uncertainty may differ from the correct theory of how people should act given higher-

order moral uncertainty. In this case, the correct theory of how one should act given lower-order moral 

uncertainty may not be self-referential; another theory may apply regarding uncertainty about this theory 

itself. But, as I argued earlier, Consistency offers a unified picture of normative reality. Its falsehood would 

be a striking fact that calls out for explanation. Absent a satisfying explanation, then, it seems (at least 

initially) more promising to take theories about how an agent should act when she is morally uncertain to 

apply to higher-order as well as lower-order uncertainty. And this means taking each such theory to apply 

to uncertainty about its own truth.12 

  

From this point on, the argument proceeds exactly as before. MAXEOV gets into trouble when it encounters 

agents who are uncertain not only about which first-order moral theory is true, but also about what they 

should do in light of this uncertainty. If I have some credence in MAXEOV and some in DTRT, then a direct 

attempt at a higher-order application of MAXEOV will fail, as I will be unable to fill out the ‘DTRT’ column 

                                                           
12 Here I depart slightly from something that Sepielli says. In ‘What to do when you don’t know what to do when you 

don’t know what to do…’, Sepielli proposes that we separate second-order questions of what to do when first-order 

normatively uncertain from third-order questions about what to do when second-order normatively uncertain, and 

these from fourth-order questions about what to do when third-order normatively uncertain, and so on ad infinitum, 

so that no theory applies to itself – each applies to uncertainty at the previous order. Sepielli allows that different 

theories of how to act when morally uncertain might be true at different orders. I think that this would be an odd 

violation of Consistency that we should not posit without a satisfying explanation. 
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in my higher-order decision-table. I should be filling it out with numbers representing the degrees of value 

assigned to my available acts by the true first-order moral theory. But I do not know what this theory is – 

therein lies my lower-order moral uncertainty. So I do not know which numbers to write. And, exactly as 

before, I cannot apply MAXEOV's decision-theoretic algorithm if there are no numbers in the boxes in one 

of the columns of my decision-table. So much for Helpfulness. 

  

The proponent of MAXEOV may try some adjustments to the second-order version of her theory. But I am 

skeptical as to whether any second-order version of MAXEOV can simultaneously render true Consistency 

and Helpfulness. In other words, I am skeptical about the existence of a theory (a) that is recognizably in the 

spirit of MAXEOV, (b) that offers a way to fill out the ‘DTRT’ column of my decision-table sufficient to rank 

my available acts in terms of their higher-order expected objective value, (c) without rendering my credence 

in DTRT itself morally irrelevant. We could try an upper-and-lower-bounds strategy, filling out the DTRT 

column with ranges showing the minimum and maximum amounts of objective value that each available 

act might have (according to my lower-order table). Or we could try repartitioning, subdividing the DTRT 

column into one column per first-order moral theory in which I have some credence. But, as we have seen, 

these strategies both fail. The upper-and-lower-bounds strategy gives up on Helpfulness in all cases where 

there is overlap between acts’ ranges of higher-order expected objective value. And repartitioning renders 

my credence in DTRT morally irrelevant, thus giving up on Consistency. Moreover, there is a clear sense in 

which both strategies fail to take DTRT seriously; DTRT incorporates the possibility that I have seriously 

messed up my moral reasoning, and the true first-order theory is one in which I currently have no credence. 

This cannot be accommodated on either an upper-and-lower bounds or a repartitioning strategy.  

  

The proponent of MAXEOV might argue that rendering my credence in DTRT morally irrelevant is a 

strength of her approach, enabling MAXEOV to provide consistent verdicts across orders of uncertainty. 

But, as before, MAXEOV does not in general give consistent verdicts across orders of uncertainty. It renders 

credence in DTRT morally irrelevant, but does not do the same for credence in MFT; this can change the 

verdict of a second-order application of MAXEOV. So MAXEOV has no more success here than MAXEU.  

  

This is worth stressing: the problem for MAXEOV is exactly the same as that for MAXEU. This situation is 

not surprising. MAXEOV brought this problem on itself by adopting the terminology and approach of 

decision theory and shipping it wholesale into ethics. The methodology of decision theory has many clear 

benefits as an approach to dealing with uncertainty, but it has problems too – one of which I have discussed 
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in this paper.13  Ethicists who want to theorize about moral uncertainty cannot expect to reap these benefits 

without also facing the associated problems. 

 

7. The epistemic analogue 

 

There is an epistemic analogue, too. I will not go through all the twists and turns of the reasoning again, as 

I am sure that the reader can figure them out by herself this third time around. But here is the setup: 

 

 A1 (0.6) A2 (0.2) A3 (0.2) Total  

H1 0.5 0.4 0.2 0.46 

H2 0.25 0.3 0.7 0.3 

H3 0.25 0.3 0.1 0.24 

  

The columns in this table represent agents who share a body of lower-order evidence. My credences are 

credences that each agent has responded rationally to this lower-order evidence, given that they disagree. 

The rows represent a partition of hypotheses between which the agents divide their credence. And the 

numbers in the boxes represent each agent’s credence in each hypothesis; A1 assigns 0.5 to H1, and so on. 

  

The analogue of MAXEU is a simple version of the Equal Weight View,14 according to which the credence 

that I ought to assign to each of H1—H3 in light of my uncertainty about which agent responded rationally 

                                                           
13 An existing criticism of MAXEOV is that this wholesale shipping cannot work because decision theory and ethics 

are too different; it’s easy to compare the values of the outcomes of acts in different non-moral states of the world, as 

these are all given by my utilities, but the value of an act according to one moral theory and its value according to 

another moral theory may be incomparable, and it is certainly doubtful that all moral theories can be incorporated 

into a single cardinal scale. (For Sepielli’s discussion of this idea see ‘What to do when you don’t know what to do’, 

pp.12-21, and for substantial further development of the point see Brian Hedden, ’Does MITE make right?: Decision-

making under normative uncertainty’, Oxford Studies in Metaethics 11 (2016). A positive proposal for how to conduct 

intertheoretic comparisons of value – the so-called ‘principle of equity among moral theories’ – is proposed by Ted 

Lockhart in Moral Uncertainty and its Consequences (Oxford: Oxford University Press, 2000) and criticized by Andrew 

Sepielli in ‘Moral uncertainty and the principle of equity among moral theories’, Philosophy and Phenomenological 

Research 86:3 (2013), pp.580-589. I think that Sepielli’s criticisms here are decisive.) My argument in this paper shows 

that the problem of intertheoretic comparisons of value is not MAXEOV’s only problem. Even if we find a way to 

conduct such comparisons, we will stumble when we encounter higher-order uncertainty including some credence in 

a theory that is entirely silent as to the values of our available acts (as DTRT is). Here the problem is not that we 

cannot fairly compare the verdicts of different theories, but that we cannot tell what the verdicts of one theory are. 
14 See, for example, Adam Elga, ‘Reflection and disagreement’, Nous 41 (2007), pp.478-502. N.B. This is an early 

statement of Elga’s view. He has since refined it, essentially by giving up on the desideratum that I have called 

Consistency and requiring his theory to be “dogmatic about its own correctness” – see Adam Elga, ‘How to disagree 



21 

 

to the evidence is a weighted average of the credences that these agents assign to the hypotheses, with the 

weights given by my credences that each agent has responded rationally. The credences that this view tells 

me to assign to each hypothesis are displayed in the ‘Total’ column of the table above. 

  

The analogue of DWIB is an ultra-steadfast view, according to which the rational credence for me to assign 

to H1—H3, given my uncertainty about which agent has responded rationally to the evidence, is whatever 

is in fact the rational credence to assign to these hypotheses in light of my lower-order evidence. On such a 

view, credences about what the rational credence is never affect what the rational credence is.15 If I have 

any credence in this view about how to respond to uncertainty about what the rational credence is, then I 

will be unable to fill out its column in a higher-order decision table, given my lower-order uncertainty 

about what the rational credence in fact is. This is just like DWIB and DTRT. 

  

Cast in these terms, the argument of this paper presents a version of the so-called “self-underminingness 

problem” for views on which an agent’s credences about what the rational credence for her to have is 

(perhaps based on her higher-order evidence) can affect what the rational credence for her to have is.16 It is 

well-known that such views can “self-undermine” if agents gain higher-order evidence that the rational 

credence for them to have in these very views is low. The argument of this paper shows that these views 

encounter further, related difficulties when faced with an agent who is uncertain as to whether it is indeed 

the case that her credences about what the rational credence for her to have is can affect what the rational 

credence for her to have is. If this agent has some positive credence in an ultra-steadfast view, then the 

usual decision-theoretic calculations that supposedly determine the rational credence for her to have will 

fail, as one of the columns in her higher-order epistemic decision-table will contain question marks instead 

of numbers, so the standard decision-theoretic algorithm employed by the Equal Weight View will crash. 

Parallel potential fixes are available to those in the prudential and moral cases, and they face parallel further 

problems. As in the moral case discussed in §6, herein lies a cautionary tale about the perils of shipping 

decision theory wholesale into epistemology. 

 

                                                           
about how to disagree’, in Richard Feldman and Ted A. Warfield (eds.), Disagreement (Oxford: Oxford University 

Press, 2011), p.11. 
15 See, for example, Michael G. Titelbaum, ‘Rationality’s fixed point: a defense of right reason’, in Oxford Studies in 

Epistemology 5 (2015), pp.253-294. 
16 For more on this see, for example, David Christensen, David ‘Disagreement as evidence: The epistemology of 

controversy’, Philosophy Compass 4 (2009), pp.756-767; Adam Elga, ‘How to disagree about how to disagree’; Tom 

Kelly, ‘The epistemic significance of disagreement’, Oxford Studies in Epistemology 1 (2005), pp.167-196. 
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8. Three possible conclusions 

 

Here are three possible conclusions that one could draw from the above. 

 

Conclusion 1: the argument of this paper presents a problem for MAXEU. The prospect of finding a version 

of MAXEU that can render true both Consistency and Helpfulness would appear slim. But Consistency and 

Helpfulness both seem important. So perhaps MAXEU is not the correct theory of how people should act 

when they are uncertain about what the world is like. At the very least, the gauntlet is laid for defenders of 

MAXEU to develop a plausible stance regarding higher-order uncertainty that can accommodate both 

Consistency and Helpfulness. If no such plausible stance is forthcoming, so much the worse for MAXEU. 

 

Conclusion 2: the argument of this paper presents a problem for DWIB. Things only go wrong for MAXEU 

when agents start giving some credence to DWIB as a theory about how they should act when they are 

uncertain. So agents should not assign any credence to DWIB. More strongly, they should not assign any 

higher-order credence to any normative theory such that an agent’s lower-order uncertainty renders her 

unable to fill out its column in her higher-order decision-table (see §5). If we are to retain both Consistency 

and Helpfulness, we need to keep things calculable. And DWIB renders things uncalculable; it simply 

refuses to play MAXEU’s game. So much the worse for DWIB. 

 

Conclusion 3: the argument of this paper presents a joint problem for Consistency and Helpfulness. As we 

have already noted, the prospect of finding a version of MAXEU that can render true both of Consistency 

and Helpfulness would appear slim. But MAXEU is the correct theory of how people should act when they 

are uncertain about what the world is like. So at least one of Consistency and Helpfulness must not be a 

genuine condition of adequacy of such a theory. (And if Consistency is replaced by the ‘no dilemmas across 

orders of uncertainty’ criterion discussed in §5, then one of the resulting pair must not be a genuine 

condition of adequacy.) It remains to be seen which is the spurious one. But one of them must be spurious. 

 

From what I have said in this paper, I do not think that one of these three possible conclusions is manifestly 

more apt than the others. So I remain officially agnostic between the three conclusions. I hope that future 

research can tell me what to do in light of this uncertainty. 


