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Neither Sensitivity Nor Safety 
 

 

Abstract: This paper argues that neither sensitivity nor safety can explain popular intuition and 

legal practice regarding so-called “naked” statistical evidence. I begin by introducing these 

intuitions and practices, to set out the explanatory puzzle that legal theorists face, and then 

introducing the notions of sensitivity and safety and summarizing two recent papers arguing that 

these epistemological notions can solve our legal puzzles. I then argue that they cannot. I show that 

neither sensitivity nor safety is either necessary or sufficient for admissibility, that criteria of 

admissibility using factive modal notions such as these would not be action-guiding (section 3.2), 

that it is difficult even to formulate plausible versions of modal criteria because it is unclear what 

they should hold fixed (section 3.3), and that these notions bear little relation to the legal concept of 

probative value (section 3.4). Together, these considerations strongly suggest that, however we 

construe the project of explaining popular intuition and legal practice regarding “naked” statistical 

evidence, neither sensitivity nor safety can do the job. 

 

 

1. Statistical evidence 

 

Judges, legal scholars, and ordinary folk seem to have a problem with so-called “naked” statistical 

evidence. But it is difficult to say precisely what the problem is. Indeed, it is difficult even to say precisely 

what “naked” statistical evidence is. 

  

The most famous case in this literature is Smith v. Rapid Transit, Inc., 317 Mass. 469, 58 N.E.2d 754 (1945). In 

this case, a poorly-driven bus caused a road accident late at night. There were no eyewitnesses. But the 

victim brought a case against a bus company on the grounds that it owned almost all of the buses operating 

in the area. This market share data does make it more likely than not that the company owned the bus that 

caused the accident. So, the case ostensibly met the civil standard of proof.1 But the court ruled that “[t]he 

ownership of the bus was a matter of conjecture”, and that “the most that can be said of the evidence in the 

instant case is that perhaps the mathematical chances somewhat favor the proposition that a bus of the 

defendant caused the accident. This [is] not enough.” We find a similar opinion in Guenther v. Armstrong 

Rubber Co., 406 F.2d 1315, 1318 (3rd Cir. 1969). In this case, the court ruled against a plaintiff who was 

injured at work by a faulty tire and then brought a case against the manufacturer that makes 75% of the 

tires used by his company. The court’s view was that, based on this alone, a verdict for the plaintiff “would 

at best be a guess” and “could not be reasonably supported”.  

  

In response to cases like this, people usually have the strong intuition that the court’s decisions are 

appropriate and that there would be something amiss with findings of fact based on the available evidence. 

However, people who have strong intuitions against this kind of “naked” statistical evidence typically have 

no problem with equally probabilifying non-statistical evidence. For example, we usually think that the 

preponderance of the evidence favors the plaintiff if an eyewitness says that she saw a company’s logo on 

 
1 Civil trials must be proven “on the preponderance of the evidence”, which is usually taken to mean that what is 

“proven” must be shown by the evidence to be more likely than not. 
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the bus that caused the accident, and the eyewitness is then found to be 80% reliable when it comes to 

identifying bus logos, but not if the evidence is just that the company owns 80% of the buses operating in 

the area. These intuitions are widespread; Wells (1992) describes a series of studies in which participants 

display a clear preference for non-statistical evidence and a marked unwillingness to find fact based solely 

on statistical evidence.  

  

Legal scholars have devised fictional cases to show that we have similar aversions to the use of statistical 

evidence in criminal courts. For example, Nesson (1979) imagines video footage of a fight breaking out in 

a prison yard, showing 24 out of 25 prisoners committing assaults while just one prisoner stands idly by. 

Based on this footage, for any randomly-selected prisoner who was present in the yard, there is a 96% 

chance that they committed assault. But most people have the strong intuition that the statistical evidence 

alone is insufficient to prove guilt beyond a reasonable doubt. And, again, our suspicion is not extended to 

equally probabilifying non-statistical evidence, such as the testimony of an eyewitness who is 96% reliable. 

It seems a safe assumption that our suspicion of statistical evidence in civil and criminal courts stems from 

the same problem with such evidence — whatever it is. Indeed, Nesson’s case is structurally identical to a 

civil case from Cohen (1977): gatecrashers swarm a rodeo, such that only 499 of the 1,000 in attendance paid 

for tickets. Based on this information, for any randomly-selected person at the rodeo, there is an 0.501% 

chance that they gatecrashed. But this fact alone seems insufficient for the rodeo proprietor to bring a suit 

against them for the admissions charge. 

 

So, legal scholars face an explanatory puzzle: What explains popular intuition and legal practice regarding 

“naked” statistical evidence? Why do we feel so differently about it than other forms of evidence? 

  

In the literature, a handful of commentators have bitten the bullet and declared themselves comfortable 

with findings of fact based on naked statistical evidence (e.g. Schmalbeck 1986; Koehler and Shaviro 1990). 

But this is rare. It is more common for scholars to take these cases to show that neither the civil nor the 

criminal standard of proof can be understood as a statement about the bare mathematical probability of an 

event, and that something is wrong with statistical evidence even if it is highly probabilifying. For example, 

here is Nesson on the bus company case (1985, p.522): 

  

[D]espite statistical probability, a determination about what happened seems speculative. 

Probability alone does not provide a satisfying basis for accepting and deferring to a finding 

that the defendant injured the plaintiff in the given case. This suggests that the acceptability 

of a conclusion is not a simple function of mathematical probability, but rather is a complex 

matter of communication that depends on the nature of the issue, the process of decision, 

and the purposes and audiences the conclusion serves.  

  

Similarly, Allen (1990) argues that the prison yard case shows that the criminal standard of proof requires 

a state of “subjective certainty” that cannot be expressed probabilistically. And Cohen (1977) takes the case 

of the gatecrashers to show that legal verdicts cannot be calculated using standard probability theory, 

developing an alternative that he calls “Baconian” probability. 

  

These are promising potential explanations of why courts, legal scholars, and ordinary folk take statistical 

evidence to be insufficient for a finding of fact. But theories about the nature of legal proof do not address 

a further aspect of our suspicion of statistical evidence: such evidence is often deemed inadmissible in court. 

Thus, not only is naked statistical evidence thought to be insufficient for a finding of fact, it is thought to 

be a sort of evidence that courts should not consider at all — no matter what other evidence is available, 

and no matter how strong the evidence is overall. Scholars’ ideas about how to understand legal proof are 



Neither Sensitivity Nor Safety – draft 3 

 Page 3 of 20 

ill-equipped to explain this phenomenon. For, if the problem with a piece of evidence is just that it would 

be insufficient for a finding of fact all by itself, this does not justify excluding it from consideration 

altogether. Most evidence is insufficient for a finding of fact all by itself, but that does not render it 

inadmissible.2  

  

There is no shortage of further views about what is wrong with naked statistical evidence, any of which 

might explain why courts sometimes refuse to admit it at all. For example, Posner (1972), Kaye (1982), and 

Brook (1982) all argue that the problem with using such evidence in cases like the bus company case is that, 

over time, this would impose an unfair financial burden on the company with the largest market share. 

Brilmayer and Kornhauser (1978), Wasserman (1991), Colyvan et al (2002), and Pundik (2008) suggest that 

using statistical evidence fails to treat the defendant as an autonomous individual, instead treating them 

as if group membership predisposed them toward crime. And Thomson (1986) and Wright (1988) argue 

that good evidence bears an appropriate causal connection to the disputed event, which statistical evidence 

does not. But we are far from attaining scholarly consensus as to which of these many putative explanations 

is the best. It has become standard to use the term “individualized” to refer to the intuitively good kind of 

evidence, such as eyewitness testimony, with which statistical evidence is contrasted. But this is stipulative. 

We do not have an account of what it is for a piece of evidence to be “individualized” — just a name for 

the kind of evidence that seems good. 

  

These matters are complicated by the fact that courts sometimes do not only admit statistical evidence but 

take it to be sufficient for findings of fact, apparently without great qualms. For instance, when two hunters 

negligently shot toward a third and the third sustained injuries, the hunters were both found liable given 

that they were equally likely to have caused the injuries.3 In a class action suit for overtime pay, individual 

employees were allowed to use evidence about the time it takes an average employee to don and doff 

protective clothing to support their case.4 When sentencing a heroin smuggler, the court used information 

about the amount found in his possession and his estimated number of past smuggling trips to calculate 

an expected total amount smuggled and then sentence him for smuggling this amount.5 And, in a case very 

similar to Smith, the plaintiff was taken to have established presumptive ownership of a truck that caused 

an accident based solely on the facts that the truck bore a Hertz logo and Hertz owns 90% of trucks that 

bear its logo.6 It is difficult to square this ruling with Smith. In general, there is no obvious pattern dividing 

the cases in which statistical evidence has been deemed admissible from those in which it has not. 

 

In short, legal practice and popular intuition present us with a jumble of claims about naked statistical 

evidence that have proved difficult to systematically explain – though not for our lack of trying.  

 

 

2. Sensitivity and safety 

 

 
2 Brook (1985) and Posner (1999) argue that the simple fact that a plaintiff can only produce statistical evidence in 

support of her case may lead courts to reasonably suspect that her claim is false. This point has the same explanatory 

deficiency: it explains a refusal to find fact based on statistical evidence alone, but does not explain excluding such 

evidence altogether. 
3 Summers v. Tice, 33 Cal.2d 80; 199 P.2d 1. 
4 Tyson Foods, Inc. v. Bouaphakeo, 136 S. Ct. 1036 (2016). 
5 United States v. Shonubi, 895 F. Supp. 460 (E.D.N.Y. 1995). 
6 Kaminsky v. Hertz Corp., 288 N.W.2d 426 (Mich. Ct. App. 1979). 
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In recent years, some legal scholars have turned to the technical notions of sensitivity and safety in the hopes 

that they can shed some light on this puzzle. 

 

The notions of sensitivity and safety come from contemporary epistemology. They are usually applied to 

beliefs, and sometimes to the method used to arrive at a belief. In debates about statistical evidence, they 

may be applied to verdicts or to the evidence on whose basis a verdict is reached.  

 

Epistemologists understand the idea of sensitivity as follows. Consider someone’s belief in a proposition – 

any proposition, such as that Paris is the capital of France or that two and two make four or that tomatoes are rich 

in lycopene. Think about the person’s basis for holding the belief. Ask: given that she holds the belief on this 

basis, would she still hold it even if the proposition that she believes were false? If the answer is “no”, then 

her belief is sensitive to the truth. If the answer is “yes”, her belief is insensitive. 

 

We understand the idea of safety as follows. Consider someone’s belief in some proposition – again, it can 

be any proposition. Again, think about this person’s basis for holding the belief. Ask: given that she holds 

the belief on this basis, could her belief easily have been false? If the answer is “no”, then her belief is safe 

from error. If the answer is “yes”, her belief is unsafe. 

 

Determining sensitivity and safety is complicated because there are many ways for a proposition to be 

false. Someone who believes a true proposition usually would still believe it in some changed 

circumstances in which it is false, but not others. For example, I believe that my Mum recently went on 

holiday to Italy. I believe this because she told me she was going and sent me photos during the trip. One 

way for it to be false that my Mum recently went on holiday to Italy is for her to have gone somewhere else 

instead. In this case my evidence and belief would have been different; my Mum would have told me about 

and sent photos of another place, and so I would believe, truly, that she went there. But another way for it 

to be false that my Mum recently went on holiday to Italy is for her to have tricked me into believing that 

she went to Italy when in fact she stayed home. In this case, she would still tell me that she is going to Italy 

and would send me photos, just as she did. I usually uncritically believe whatever my Mum tells me about 

her holidays. So, in this case, I would falsely believe that my Mum recently went on holiday to Italy. Since 

sensitivity and safety concern what would happen if the proposition that I believe were false, but there are 

many ways for it to be false and different things that would happen in different cases, how are we to assess 

the sensitivity and safety of my belief? 

 

Philosophers deal with these complications using the notion of possible worlds — alternative ways that the 

world could have been, in contrast to how it actually is. The key idea is that some possible worlds are closer 

to the actual world than others, meaning that they are more similar to the actual world; they represent a 

less substantial change from the way it actually is. For example, my Mum is not especially fond of Italy, so 

the closest possible world in which she goes somewhere else for her holiday is quite close. But the world 

in which she tricks me into having false beliefs about her holiday is very remote. This is just not the sort of 

thing my Mum does, and indeed would be quite a weird thing for anyone to do. So, it would require a 

fairly substantial change to the world for my Mum to trick me into holding false beliefs about her holiday. 

This is a possibility, but, thankfully, a remote one. 

 

The difference between sensitivity and safety lies in how they deal with the closeness of worlds in which a 

proposition is false. To assess sensitivity, we ask: Would this person still hold this belief even if the 

proposition that she believes were false? Here it is standard practice to consider only the closest possible 

world in which the proposition is false – the world representing the smallest possible change to how things 

actually are that would suffice to make the proposition false. We ask whether the person still holds the 



Neither Sensitivity Nor Safety – draft 3 

 Page 5 of 20 

belief in this world. But we do not consider any other possible worlds in which the proposition is false. By 

contrast, to assess safety, we ask: Could this belief easily have been false? Here it is standard practice to 

consider all the close worlds. This requires us to come up with a basis for dividing possible worlds into those 

that are close enough to the actual world for us to care about them and those that are too remote to seem 

relevant. We then ask whether the person would hold the belief in any close worlds in which it is false.  

 

Someone’s belief can be insensitive but safe, or unsafe but sensitive. It may turn out that the closest world 

in which a certain proposition is false is a very remote world, but she would still believe the proposition in 

this world. Her belief is then safe but insensitive. For example, I believe that my Mum is not about to take 

me on a surprise holiday. I would continue to believe this in the closest possible world in which it is false; 

it’s a surprise holiday, so in that world I would have no evidence that we are about to go on holiday, exactly 

as is actually the case. But this is a remote world, since my Mum does not like surprises and is not the sort 

of person to organize a surprise holiday. By contrast, it may turn out that the very closest possible world 

in which a proposition is false is one in which a person does not believe it, but there are other less-close-

but-still-close worlds in which it is false and she does believe it. Her belief is then sensitive but unsafe. For 

example, I normally tell my Mum when I am going on holiday, but sometimes I forget. My Mum believes 

that I am not on holiday right now, and indeed I am not. If the very closest world in which I am on holiday 

is one in which I have told her and she believes it, but there are other close worlds in which I have forgotten 

and she believes that I am at home, then my Mum’s actual belief is sensitive but unsafe. 

 

There is something appealing about the idea that we should aim for legal verdicts to be sensitive to the 

truth and safe from error. And, in recent years, some legal scholars have argued that this epistemic goal for 

the law can explain the suspicion with which we treat statistical evidence. 

 

David Enoch, Talia Fisher, and Levi Spectre (2012, 2015) argue that sensitivity explains legal practice and 

popular intuition regarding statistical evidence. They assume, modestly, that “something in [sensitivity’s] 

vicinity is of genuine epistemological importance”, taking this to mean that “with other things held equal, 

a sensitive belief is epistemically better than an insensitive one” (2012, p.205). And they suggest that “by 

relying on statistical evidence, we render our findings insensitive” (ibid., p.207). The thought here is that 

statistical evidence would still obtain in the closest possible world in which the verdict that it supports is 

false, and so a finding of fact made on its basis would still be made in that world. Thus, the actual finding 

is insensitive. But individualized evidence, the authors assume, would not obtain in the closest world in 

which the verdict that it supports is false. And so, we arrive at a purported difference between statistical 

and individualized evidence: individualized evidence, and beliefs formed on its basis, are sensitive, while 

statistical evidence, and beliefs formed on its basis, are not. 

 

Michael Pardo (2018) criticizes Enoch, Spectre and Fisher’s defense of the legal relevance of sensitivity. 

Pardo argues that, while “epistemic safety is important for legal evidence and… plays significant roles in 

the law of evidence”, sensitivity “does not (and should not) play much of a role” (p.4). And Pardo’s “roles” 

for safety include, but are not limited to, explaining legal practice and popular intuition regarding statistical 

evidence. He says that “eyewitness evidence will be safer [than market share data] when there are close 

possibilities in which similar accidents are caused by [other companies’] buses” (p.21). The thought here is 

that, among the close possible worlds in which other companies’ buses cause accidents, there are more 

worlds in which the company with the largest market share still has the largest market share than worlds 

in which an eyewitness mistakenly identifies one of this company’s buses as the cause of the accident. Thus, 

we arrive at another purported difference between statistical and individualized evidence: the latter is safer 

than the former.  
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It is not completely obvious how Enoch, Fisher and Spectre and Pardo take their explanations to work. 

Even if legal verdicts should be sensitive and safe, and statistical evidence is often insensitive and unsafe, 

it is unclear how this can get us all the way to an outright ban on statistical evidence. These considerations 

could explain why statistical evidence is insufficient for a finding of fact. But admitting insensitive/unsafe 

evidence will not necessarily lead to an insensitive/unsafe verdict. And it is less likely to do so the more 

additional sensitive/safe evidence is admitted. So it is not obvious how these considerations can explain 

why statistical evidence is often thought to be, not just insufficient for a finding of fact, but inadmissible. 

To refuse even to admit any evidence that lacks a certain property that we want our verdicts to have seems 

like quite an overreaction.  

 

To complicate matters further, Enoch, Fisher and Spectre and Pardo’s papers contain no explicit 

formulations of criteria of admissibility using the concepts of sensitivity and safety. Enoch, Fisher and 

Spectre introduce sensitivity as a property of beliefs, with the claim that S’s belief that p is sensitive just in 

case “Had it not been the case that p, S would (most probably) not have believed p” (ibid., p.204). But they 

do not offer a statement of what it is for evidence or verdicts to be sensitive, nor a rule connecting sensitivity 

to admissibility, which is what their paper is about. And Pardo just says the following (ibid., p.8): 

 

[P]ossible worlds may be used to state safety and sensitivity conditions for legal evidence. 

In the context of legal proof, the relevant inquiries concern issues such as whether factual 

findings based on evidence would be true or false in close possible worlds; whether 

evidence would continue to exist or change in close worlds; and whether findings would 

continue to be made or would change in such worlds. 

 

This is quite vague. But it allows us to get the gist of how Pardo thinks of sensitivity and safety as properties 

of evidence and verdicts. We can say that a verdict is sensitive if it would not have been issued in the closest 

possible world in which it is false, and safe if there are no close worlds in which the verdict is false but is 

still issued. We can also apply these notions to the evidence on whose basis a verdict is reached: a piece of 

evidence is sensitive if it would not obtain7 in the closest possible world in which the verdict that it supports 

is false, and safe if there are no close worlds in which the verdict it supports is false but the evidence still 

obtains. This is a straightforward extension of the notions of sensitivity and safety to the legal context.  

 

With this in mind, we can formulate some explicit criteria in the spirit of what Pardo says, as follows: 

 

THE SENSITIVITY CRITERION: Evidence is admissible only if it would not obtain in 

the closest possible world in which the verdict supported by the evidence is false. 

 

THE SAFETY CRITERION: Evidence is admissible only if there are no close worlds in 

which the verdict supported by the evidence is false, but the evidence still obtains. 

 

The hope, then, is that one or both of these criteria — or something like them — can explain what is wrong 

with “naked” statistical evidence. 

 

This is a useful real-life application of a bit of philosophical theory to issues of substantial social importance. 

Nonetheless, I doubt that these epistemic notions can do the legal work that has been cut out for them. 

 
7 I say “obtain” here as a catch-all term to cover the many and varied ways in which evidence can be present. If the 

evidence is market share data, for it not to obtain is for these data to be other than they actually are. If the evidence is 

a bloody glove found on the ground, for it not to obtain is for the glove not to be found on the ground. And so on. 
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Explaining why this is so is my task for the remainder of this paper. Section 4 discusses counterexamples 

to the sensitivity and safety criteria as stated above, and then raises three bigger problems for the use of 

modal notions in formulating criteria of admissibility, considering and rejecting some alternative possible 

formulations as I go along. Section 6 then steps back and asks what exactly we are trying to use these criteria 

to do. I doubt that they can do very much for us. 

 

 

3. Neither Sensitivity Nor Safety 

 

a. Counterexamples 

 

Here is the nub of Pardo’s reply to Enoch, Fisher and Spectre (op.cit., p.14): 

 

Sensitivity fails to explain the statistical-individual distinction. It cannot support the 

explanatory weight that [Enoch, Fisher and Spectre] place upon it for three main reasons: 

(1) some statistical evidence is both sensitive and admissible; (2) some statistical evidence 

is admissible despite being insensitive; and (3) several types of individualized evidence 

are also insensitive and frequently admissible. 

 

Pardo’s argument proceeds by counterexample. He offers one example of evidence that is intuitively 

inadmissible despite being sensitive, and several examples of evidence that is intuitively admissible despite 

being insensitive. 

  

Pardo’s example of evidence that is sensitive but intuitively inadmissible is the testimony of a “bad lab” 

(ibid., p.18) — a corrupt forensics lab that is willing to testify that a DNA sample matches one from a crime 

scene whenever police tell the staff that the sample comes from a suspect. Pardo invites us to suppose that 

a defendant who is actually guilty has a sample of her DNA sent to the lab, which reports the match. In the 

closest world in which the defendant is innocent, she would not be under investigation for the crime. So 

the police would not send her DNA to the lab, and the lab would not testify to her guilt. Thus, the lab’s 

testimony in this case is sensitive. However, the lab is so shady that its testimony should not be admissible 

in court. And the fact that it is technically sensitive in this case does nothing to shake that intuition. 

  

This example does not do much to further Pardo’s case for safety over sensitivity, because it is also possible 

to construct cases in which evidence seems intuitively unreliable and inadmissible despite being technically 

safe. Indeed, this can be true of some statistical evidence. Statistical evidence is usually unsafe; it is usually 

possible to find close worlds in which a statistic still holds, but the verdict that it supports is false. This is 

because most statistics reflect social phenomena that are robust — they hold in all close worlds. For example, 

economic phenomena giving rise to market share data are robust phenomena, and so the data, too, are 

robust. Meanwhile, it is usually easy to find a close possible world in which someone does not commit a 

crime or tort that they actually commit. So it is usually easy to find a world that shows any given piece of 

statistical evidence to be unsafe. But it is not always easy. Two factors are needed to make any given piece 

of statistical evidence unsafe: the statistic’s robustness, and the closeness of a possible world in which the 

defendant is innocent. And either of these features may be absent in a particular case. Consider: 

 

Flimsy Statistic: A study on embezzlement in small businesses finds that women who wear 

lipstick are three hundred percent more likely to engage in embezzlement than those who 

do not. This is accurate, as far as historical frequencies go. But it is a fluke. The researchers 

found their result by “p-hacking”: collecting and sifting through reams of data in search of 
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a statistically significant correlation and then publishing it – whatever it is. In fact, nothing 

about lipstick-wearing predisposes women toward embezzlement. Nor is there a common 

cause, or any explanatory relationship whatsoever, between these things. Nonetheless, a 

jury in an embezzlement case hears of the study and then hears that the defendant works 

in a small woman-only company where she is the only lipstick-wearer. They convict her 

on this basis. 

 

Determined Criminals: Shaniya and Tobi’s childhood friend Romeo is killed by a member of 

a rival gang. They are hell-bent on revenge-killing Romeo’s murderer, Kai. They orient 

their lives around this aim. It takes years for Shaniya and Tobi to track Kai down, and then 

many more years to develop and enact an elaborate plan to kill him and leave no trace of 

their crime. The plan involves moving to Kai’s neighborhood and taking jobs at his 

company; had he lived or worked elsewhere, they would have gone there instead. Indeed, 

Shaniya and Tobi are true criminal masterminds, whose brilliance and dedication ensures 

that they enact their revenge-killing in all close worlds, doing whatever it takes in each 

world. Nonetheless, when they are tried for murder, the evidence presented to the jury is 

just that most homicides in the area are committed by black people and that Shaniya and 

Tobi are the only black people in Kai’s neighborhood or at his company. The jury convicts 

them on this basis. 

  

In these cases, the statistical evidence is safe — there are no close worlds in which the evidence still obtains 

but the verdict that it supports is false. In Flimsy Statistic this is because the statistic is so flimsy that it fails 

to hold in all close worlds in which the defendant is innocent. And in Determined Criminals it is because the 

defendants’ criminal genius is so robust that they successfully carry out their crime in all close worlds. But 

these still seem like terrible pieces of evidence. Racial profiling is a paradigm case of the inappropriate use 

of statistical evidence.8 And, in general, the admissibility of a piece of evidence should not be secured by 

the guilty party’s being a criminal mastermind. Admissibility should turn on features of the evidence, not 

on features of the defendants.9 Meanwhile, in Flimsy Statistic the very feature that makes the evidence safe 

is also the feature that makes it intuitively terrible evidence: it’s just a weird fluke. A flukey correlation is 

not suitable evidence for a court to consider. But whenever a correlation is so flukey that it fails to hold in 

all close worlds in which a defendant is innocent, it and all verdicts based on it are technically safe. 

  

These examples show that safety is insufficient for admissibility; there are cases in which safe evidence is 

intuitively still inadmissible. Likewise, Pardo’s “bad lab” example shows that sensitivity is insufficient for 

admissibility; there are cases in which sensitive evidence is intuitively still inadmissible. This is dialectically 

weak, since, presumably, nobody ever intended for sensitivity or safety to be the single sole criterion of 

admissibility. For example, in English law, section 78(1) of the Police and Criminal Evidence Act (PACE) 

states that “the court may refuse to allow evidence . . . if it appears to the court that . . . the admission of the 

evidence would have such an adverse effect on the fairness of the proceedings that the court ought not to 

 
8 Some scholars have argued that information about base rates of criminality in social groups of which the defendant 

is a member — that is, group-based profiling evidence — is unobjectionable and should be admissible. See, for instance, 

Picinali (2015). But this is a minority view. For related recent work in epistemology, see e.g. Moss (2016), Munton (2019), 

Gardiner (forthcoming), Johnson King and Babic (forthcoming). 
9 Pardo understands that cases like Determined Criminals can arise: he observes that “beliefs can be insensitive yet 

safe. This could be the case because the closest world in which a belief is false is itself a distant world” (p.20, cf. n.160). 

That is exactly what is going on in Determined Criminals. But Pardo does not seem to think that this is a problem for 

the safety criterion. I am not sure why this is. I think that it is clearly a problem. 
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admit it”. This is about fairness, not epistemology. So cases in which safe or sensitive evidence is intuitively 

inadmissible just tell us that other things besides safety and sensitivity matter for admissibility, which we 

already knew. 

  

More interesting examples present evidence that is insensitive or unsafe but intuitively still admissible. 

These examples show that sensitivity and safety are not necessary for admissibility. Even if we have multiple 

criteria of admissibility, counterexamples to the necessity of sensitivity or safety suggest that these criteria 

are not even on the list. And Pardo does offer a wide range of counterexamples to the necessity of sensitivity 

for admissibility. He observes that many types of admissible evidence are insensitive: this includes “some 

character evidence; prior acts admitted for a non-character purpose (such as proving motive, opportunity, 

intent, preparation, plan, knowledge, identity, absence of mistake, or lack of accident); most impeachment 

evidence; evidence of habits or routine practices; expert testimony (particularly, about general 

phenomena); and some admissible hearsay” (op.cit., p. 16). These types of evidence are all fairly robust. So 

it will often turn out that the closest world in which a defendant is innocent is a world in which such 

evidence still obtains. But the law does not seem worried about this, treating all such evidence as admissible 

anyway. And, indeed, these forms of evidence all seem intuitively to be good, probative types of evidence 

that it is appropriate for courts to consider. (If they were all excluded, there would not be a great deal left!) 

  

The trouble for Pardo is that these forms of evidence are all also frequently unsafe. As I mentioned, they 

are typically robust. So they are unsafe just in case there are any close worlds in which the defendant does 

not commit the crime of which she is accused. For example, suppose that a highly impulsive person 

commits a crime on a whim. In that case, there will be very many close worlds in which she does not commit 

the crime. Many of Pardo’s good pieces of evidence will still be true in at least one of these worlds: she will 

have the same character and habits; she will have performed many of the same prior actions; the general 

matters that are the subjects of the experts’ testimony will remain the same; and so on. But that should not 

render all of this evidence inadmissible in her actual trial. The fact that there are close worlds in which she 

has a different whim and does nothing wrong should not prevent us from using some information that still 

obtains in those worlds as evidence against her in the actual world in which she does do something wrong 

— especially the information that she is a highly impulsive person! Here, then, the fact that the evidence is 

technically unsafe simply does not seem to matter.  

 

Thus, Pardo’s strategy for undermining the sensitivity criterion applies with equal force to his preferred 

safety criterion.10 Examples show that neither criterion is either necessary or sufficient for admissibility, 

and neither tracks the intuitive difference between naked statistical evidence and individualized evidence. 

One simple upshot is that Pardo’s argument fails: safety is no better than sensitivity as an explanation of 

popular intuition and legal practice regarding statistical evidence. But these cases also raise a broader issue 

about what counts as a counterexample to a criterion of admissibility, which turns on how we conceive of 

our aim when attempting the rational reconstruction of legal practices. I turn to this issue in the next section. 

Before that, I will raise three bigger problems with the use of modal notions in criteria of admissibility. 

 

b. Factivity 

 
10 Pardo does give two cases of safe but insensitive evidence; these are cases in which the evidence would still obtain 

in the closest world in which the verdict that it supports is false, but that is a very remote world. I am not convinced 

that Pardo’s cases work. But whether these particular examples work does not matter, given that many of Pardo’s other 

counterexamples to the sensitivity criterion are also counterexamples to his own preferred safety criterion. Given that 

there are plenty of counterexamples to criteria, the fact that there may be even more counterexamples to sensitivity 

does not further the case for safety very much. 
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We can show that sensitivity and safety are not necessary for admissibility without taking a stand on the 

types of evidence that Pardo lists. For there is a much more general problem in this vicinity. The problem 

is that sensitivity and safety are factive criteria — if the verdict that a piece of evidence supports is actually 

false, then that piece of evidence is both insensitive and unsafe. To see why, think again about the nature 

of sensitivity and safety. A piece of evidence is insensitive if it would still obtain in the closest possible 

world in which the verdict that it supports is false. But the actual world is always the closest world to itself; 

it is identical to itself, and so is as similar to itself as a possible world can be. So, if a piece of evidence 

supports a false verdict here in the actual world, then it obtains in the closest possible world in which the 

verdict that it supports is false (viz., the actual world). Similarly, a piece of evidence is unsafe if there are 

any close worlds in which the verdict that it supports is false, but the evidence still obtains. But, since the 

actual world is always the very closest world to itself, it must count as one of the close worlds on any way 

of measuring closeness. So, if a piece of evidence supports a false verdict here in the actual world, then 

there is a close world in which the verdict that it supports is false, but the evidence still obtains (again, this 

is just the actual world). Thus, all misleading evidence is both insensitive and unsafe. 

  

This means that examples showing that neither sensitivity nor safety is necessary for admissibility are all 

over the place. For the idea that all misleading evidence is inadmissible is absurd. This would rule out 

approximately half the evidence at every trial, with the remaining evidence being completely one-sided. 

More damningly still, such a criterion would require judges to decide whether the verdict supported by a 

piece of evidence is actually true or false when deciding whether to admit the evidence. But the actual truth 

or falsity of the verdict is precisely what is supposed to be decided at trial on the basis of the admissible 

evidence. So, it cannot be settled prior to trial in the course of determining what evidence to admit. This 

gets things backwards. In short, taking either sensitivity or safety to be necessary for admissibility would 

make a sham of the factfinding process. Something has gone very wrong here. 

 

This problem is related to a general problem with externalist criteria in epistemology — criteria according 

to which a belief’s epistemic status depends on facts to which the believer lacks epistemic access. Sensitivity 

and safety principles are externalist principles, since they hold that a belief’s epistemic status depends on 

what happens in alternative possible worlds. But one common criticism of externalist views is that they are 

not action-guiding — they evaluate people’s beliefs using criteria that turn on facts to which those people 

have no access, and that therefore cannot be used by those people in deciding what to believe. This problem 

arises in the legal context because judges cannot use sensitivity or safety criteria when they issue rulings of 

admissibility, for, at the time at which those rulings must be issued (prior to the trial), judges lack access to 

information about the actual liability or guilt of the defendant (or lack thereof) on which sensitivity and 

safety partially depend. 

 

Epistemic externalists have some stock responses to the charge that their criteria are not action-guiding. 

Sometimes they point out that, since we lack direct control over our beliefs, the idea of an epistemic “action” 

seems out of place. And sometimes they point out that no criterion can be perfectly action-guiding; even 

criteria whose application depends solely on our mental states (rather than on how things are out there in 

the world) are not perfectly action-guiding, since we are not always able to tell precisely what our mental 

states are. But these responses are inapt in the current legal context. For here we are not discussing beliefs 

but rulings of admissibility, which are actions subject to whatever degree of control we usually have over 

our actions. And, even if no criterion of admissibility is perfectly action-guiding, it still seems a bad idea to 

propose criteria of admissibility that it is in principle impossible for judges to apply given the information 

available to them at the time when they must issue their rulings. Such criteria are as non-action-guiding as 

it is possible to be. But this is what holds of factive criteria. 
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We might try to address this problem by formulating sensitivity and safety criteria in conditional terms.11 

That is, we might say that evidence is admissible only if, if the verdict that it supports is actually true, then 

it does not obtain in the closest world (sensitivity) or any close worlds (safety) in which the verdict is false. 

This has a principled rationale, since it is not just safe and sensitive verdicts that we want, but true verdicts.  

And it would allow us to sidestep the factivity issue by suggesting that, when judges assess evidence for 

admissibility, they first assume that the verdict that the evidence supports is true, and then ask whether this 

evidence would still obtain in the closest world or any close worlds in which the verdict is false. This does 

not require judges to decide whether the verdict is actually true or false when assessing admissibility. So it 

avoids the problem of getting things backwards. 

 

However, it is by no means obvious that these conditional criteria are easier to apply than the unconditional 

criteria. It is unclear what exactly these criteria are asking us to do. What is it to “assume” that the verdict 

that a piece of evidence supports is true, and then assess the evidence’s sensitivity or safety? One possibility 

is that to assume something is true is to consider the closest possible world in which it is true. But, on this 

construal, conditional criteria are no easier to apply than unconditional factive criteria. If someone cannot 

determine whether a verdict is actually true, then it will be difficult for her to carry out the instruction to 

assume that it is true, since she cannot determine whether this requires her to imagine another possible 

world or just consider the actual world. Another possibility is that assuming that something is true amounts 

to restricting one’s focus to the possible worlds in which it is true. But, once we have restricted our focus 

to possible worlds in which a verdict is true, it is unclear how we are then supposed to apply safety and 

sensitivity criteria, since these criteria require us to consider possible worlds in which it is false. So, the 

proponent of conditional criteria owes us an account of what it amounts to for judges to apply them. 

Without such an account, it is not clear that these formulations of sensitivity and safety criteria can be any 

more action-guiding than the unconditional versions. 

 

Moreover, conditional criteria still face counterexamples. The testimony from Pardo’s “bad lab” is sensitive 

and the verdict that it supports is true. So it meets the conditional sensitivity criterion. Similarly, the flimsy 

statistic is safe and the verdict that it supports is true. So it meets the conditional safety criterion. But these 

are still intuitively terrible forms of evidence. Likewise, character evidence against an impulsive person 

who commits a crime on a whim is both insensitive and unsafe, while supporting a verdict that is actually 

true. So it fails the conditional sensitivity and safety criteria. But it still seems like good evidence that it is 

appropriate for courts to consider. Thus, it looks as though the conditional criteria, like their unconditional 

counterparts, identify features that are neither necessary nor sufficient for admissibility. In this way, again, 

they fare no better than the unconditional factive criteria. This does not seem promising. 

 

c. What do we hold fixed? 

 

Pardo’s “bad lab” example raises another broad issue with using sensitivity or safety to develop criteria of 

admissibility. What drives this example is the thought that, in the closest world in which the defendant is 

innocent, the lab’s testimony does not obtain because she is not under investigation and so her DNA is not 

send to the lab. But it is often the case that, in the closest world (and all close worlds) in which a defendant 

is innocent, they are not under investigation. This is because it is often the case that, in the closest world 

(and all close worlds) in which the defendant does not commit their actual crime or tort, no such crime or 

tort occurs, and so there is no investigation. This is because closeness is a matter of similarity to the actual 

world. It is a lot more similar to the actual world for one person who actually commits a crime to choose 

 
11 Thanks to [redacted] for this suggestion. 
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not to commit it than for this person to choose not to commit their crime while another person 

simultaneously decides to commit an identical crime. The latter situation would be a miraculous 

coincidence, and, more straightforwardly, it requires two people’s behavior to deviate from their behavior 

in the actual world while the former situation requires only one. So, it will often turn out that, of the worlds 

in which a defendant does not commit a crime or tort that they actually commit, the worlds in which no 

such crime or tort occurs are closer than the worlds in which someone else miraculously chooses to do 

exactly what our defendant actually does.12 

 

This suggests that sensitivity and safety criteria are looking at the wrong worlds. In cases like the bus case 

and the prison yard case, when assessing admissibility we consider whether the evidence would obtain in 

worlds in which someone else commits the tort or crime at issue. But the sensitivity criterion just tells us to 

look at the closest world, and safety at all close worlds, in which the defendant is innocent. And these are 

often quite different worlds, in which no crime or tort occurs at all. This suggests that sensitivity and safety, 

the technical modal notions, are not quite what we have in mind when assessing admissibility. 

 

Again, we might try to avoid this problem by reformulating the sensitivity and safety criteria. We can build 

in more content to our description of the worlds we are looking for, so as to hold fixed more features of the 

actual world. For example, rather than simply saying that we are looking for the closest world (or the close 

worlds) in which the defendant is innocent, we could say that we are looking for the closest world (close 

worlds) in which the defendant is innocent but the crime or accident still occurs. Or we could say that we are 

looking for the close(st) world(s) in which the defendant is innocent but there is still an investigation and a 

trial. Or we could build in a description of the specific facts of the case: for example, we can say that we are 

looking for the close(st) world(s) in which a poorly-driven bus causes a road accident late at night in such-and-

such a location, but the defendant’s company does not own that bus. 

 

But, again, it is by no means obvious that any of these more complicated criteria fare better than the simple 

criteria. There is a metaphysical problem with criteria that ask us to look for worlds in which the defendant 

is innocent but the crime or accident still occurs: it is not clear that there are any such worlds. It is unclear 

how to identify crimes and accidents in other possible worlds as “the same” as ones in the actual world. 

And crimes and accidents may be individuated, in part, by their perpetrators — it may be that the best 

account of the metaphysics of crimes and accidents entails that crimes committed by different people are 

different crimes and accidents caused by different people are different accidents. In that case, there are no 

possible worlds in which the defendant is innocent but “the” crime or accident still occurs. Other accidents 

and crimes might occur in these worlds, but they do not count as the actual crime or accident still occurring. 

So, this way of formulating sensitivity and safety criteria requires a contentious position on the metaphysics 

of crimes and accidents, which we should prefer to avoid.  

 

Something similar holds for criteria that instruct us to look for worlds in which the defendant is innocent 

but “the” trial still occurs. Whose trial? In some cases, it is clear that a crime has been committed, and the 

purpose of a trial is to establish the identity of the perpetrator. But in other cases — such as fraud 

investigations13 — the purpose of a trial is to establish whether a crime has been committed or not. So, if 

we are assessing the admissibility of evidence in a fraud case by examining the close(st) world(s) in which 

our defendant does not commit fraud but “the” trial still occurs, then are we just supposed to look at other 

people’s fraud trials? Which ones? And why would those be relevant to our actual trial? 

 

 
12 Enoch, Fisher and Spectre see this; see p.219 of their (2012). Their response is to concede the point. 
13 Thanks to [redacted] for this example. 
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We can avoid this problem by using criteria that explicitly hold fixed certain basic facts of the case. Such 

criteria instruct us to look for worlds in which similar crimes and accidents occur — say, in which a bus 

runs a woman off the road late at night in such-and-such a place — rather than worlds in which “the” crime 

or accident still occurs. On this approach, there is no general sensitivity or safety criterion. Rather, each 

case requires the development of personalized sensitivity and safety criteria. These personalized criteria 

hold fixed different facts, each directing our attention toward worlds in which qualitatively similar crimes 

and accidents occur to those in the case at hand. This approach stays neutral on the metaphysics of crimes. 

 

However, modal criteria that hold fixed some of the qualitative features of the actual crime or accident face 

a curious problem of their own. For, lest we forget, these are criteria of admissibility. They tell us that 

evidence is inadmissible if it obtains in the closest world, or in a close world, meeting a certain description. 

And we are now considering criteria whose descriptions are of the form “the defendant is innocent, but…”, 

where what follows is a list of the basic facts of the case. So we are considering criteria according to which 

evidence is inadmissible if it obtains in the closest world, or a close world, in which the defendant is 

innocent but the basic facts of the case still obtain. By stipulation, then, the basic facts of the case obtain in 

the world/s that we are looking at. But this means that our criteria entail that the basic facts of the case are 

inadmissible. In short: whatever we hold fixed in our description of the world(s) we are looking for, we 

thereby render inadmissible. But that is a terrible result. If the basic facts of the case could not be considered 

by the court, it would be unclear what the case is even about. 

 

Moreover, there is a significant generality problem with an approach that requires personalized criteria 

holding fixed the basic facts of each case. Which facts are “basic”, and which are not? The way we answer 

this question might make a big difference. For example, suppose that the bus company whose bus caused 

the accident has the largest market share because it operates all the late-night buses. In that case, it might 

transpire that in the closest (a close) world in which a bus owned by another company causes an accident 

late at night, the market share data is different, whereas in the closes world (all close worlds) in which a bus 

owned by another company causes an accident during the day, the market share data remains the same. This 

would mean that whether the market share data is admissible depends on whether our sensitivity and 

safety criteria hold fixed the fact that the accident occurred late at night. So, is this one of the “basic facts” 

of the case, or not? It is hard to think of a principled way to answer that question. But, without an answer, 

personalized modal criteria can generate different results depending on how the personalization works. 

 

Thus, modal criteria of admissibility face significant problems in determining what we should hold fixed 

when looking across worlds to see whether a piece of evidence still obtains. If we just say that we are 

looking for worlds in which the defendant is innocent, then we end up with a bunch of worlds in which 

there is no crime or tort. If we say that we are looking for worlds in which the defendant is innocent but 

the actual crime or accident still occurs, then we take a controversial and somewhat dubious view about 

the identity conditions of crimes and accidents. And if we describe the key qualitative features of the actual 

crime or accident, then we render these basic facts of the case inadmissible in court, and we also face a 

major generality problem. I see no good way out of this trilemma. 

 

d. Modal space just isn’t probative 

 

Pardo says repeatedly that safety affects the probative value of evidence (op. cit. p.1, 4, 5, 20, 21, 22, 23, 24, 

26). He closes his paper with some remarks about what this means. Pardo argues that safety affects the 

strength, and thus the probative value, of evidence, as follows (p.24): 
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Whether a fact is proven depends on how strongly the evidence supports an inference of 

this fact. The strength of the evidence depends, in part, on how well the evidence rules out 

alternative possibilities. Evidence that leads to safe inferences rules out alternatives better 

than evidence that produces unsafe inferences. 

 

He continues (p.25): 

 

[S]afety fits with the comparative nature of legal proof... because evidence that produces 

safe inferences better distinguishes between the different factual possibilities. When 

inferences from evidence are unsafe, the evidence is consistent with different close 

possibilities (e.g., guilt and innocence). The more unsafe, the less likely it is that the 

evidence distinguishes between these possibilities. 

 

These comments misunderstand safety. An inference is not made safe by its premises “ruling out” possible 

alternatives to its conclusion or “distinguishing” possibilities. Rather, an inference is made safe by the 

shape of modal space — by the absence of close worlds in which the inference’s premises hold but the 

conclusion does not. An inference’s premises need not even be related to its conclusion for this to be the 

case. For instance, consider this inference: 

 

P. Two plus two is four. 

C. Therefore, Paris is the capital of France. 

 

There are no close worlds in which accepting this inference’s conclusion based on the premise would lead 

to a false belief. But there is also no intelligible sense in which the premise “rules out” alternatives to the 

conclusion. These propositions have nothing to do with one another. They are just two facts that both hold 

in all close worlds. 

 

Similar phenomena are at play in Flimsy Statistic and Determined Criminals. In Flimsy Statistic, the inference 

is safe because there are no close worlds where the statistic holds but the defendant is innocent. But this is 

not because the evidence “rules out” worlds in which the defendant is innocent. The evidence is just a 

flukey correlation that happens to obtain in the actual world, but not in any close worlds in which the 

defendant is innocent. Similarly, in Determined Criminals, the inference is safe because it moves from a 

premise that is true in all close worlds to a conclusion that is true in all close worlds. But evidence of racial 

disparities in crime rates fails to rule out all manner of possibilities in which Shaniya and Tobi are innocent. 

The fact that those possibilities are remote, and the evidence therefore safe, is attributable to Shaniya and 

Tobi’s cunning and skill rather than to the evidence’s probative value. 

 

The same issue arises for sensitivity. The fact that a piece of evidence does not obtain in the closest world 

in which the verdict that it supports is false is just a fact about modal space. It is not a fact about the evidence 

“ruling out” or “distinguishing” possibilities. Evidence doesn’t do anything; it just obtains in a world or it 

doesn’t. This means that, as with safety, an inference’s premises need not even be related to its conclusion 

for the inference to be sensitive. Consider the following: 

 

P. Andy Warhol ate eggs for breakfast on his twenty-fifth birthday. 

C. Therefore, the USA won the FIFA Women’s World Cup in the Summer of 2019. 

 

This inference may turn out to be sensitive; it may turn out that the closest world in which another team 

won the 2020 World Cup is one in which Andy Warhol had a different breakfast on his twenty-fifth. But 
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there is no interesting sense in which this premise about Warhol’s breakfast is “ruling out” alternatives to 

the conclusion about sporting champions. Again, these propositions have nothing to do with one another. 

If the inference is sensitive, that is just a coincidence about modal space — a pattern of facts across worlds. 

Something like this may hold of a lot of statistical evidence, if the statistics are flimsy. It may turn out that 

the closest world in which a defendant is innocent is one in which all sorts of statistics no longer hold. But 

that does not mean that they are good evidence for the defendant’s guilt, or even that they have anything 

to do with the case. 

 

Ultimately, then, facts about modal space simply do not have the probative value that Pardo imbues them 

with. It is true that philosophers working within the possible worlds framework sometimes talk about 

propositions “ruling out” possibilities. But they understand this “ruling out” process in the purely formal 

way illustrated above. This need not involve relationships between the content of the propositions. It is the 

way in which propositions about breakfasts can “rule out” possibilities about sporting victories, not 

because of any connection between these events, but just because of a pattern as to which worlds they do 

or don’t co-occur in. This is not what legal scholars have in mind when we speak of probative value. 

 

 

4. What are we doing? 

 

Let’s take stock. We have seen that neither sensitivity nor safety is either necessary or sufficient for 

admissibility (section 3.1), that criteria of admissibility using these notions would not be action-guiding 

(section 3.2), that it is difficult even to formulate plausible versions of such criteria because it is unclear 

what we should hold fixed when we look for worlds in which evidence does or doesn’t obtain (section 3.3), 

and that, pace Pardo, safety bears little relation to the legal concept of probative value (section 3.4). Together, 

these considerations strongly suggest that neither sensitivity nor safety can explain popular intuition and 

legal practice regarding “naked” statistical evidence. To see why not, let’s back up and ask what we would 

want from such an explanation. 

 

When someone says that sensitivity or safety criteria can explain our intuitions and legal practices 

regarding statistical evidence, there are different ways she could think about what she is doing. She could 

think that she is engaged in a a descriptive project: she wants to uncover the criterion that underlies popular 

intuition and legal practice regarding statistical evidence. On this way of conceiving of our project, the task 

is to uncover the actual basis of judges’ and ordinary people’s aversion to statistical evidence. The hope is 

that there is a unifying theme to our motley intuitions and judgments, and that legal theorists can clarify 

this theme, making coherent sense out of a puzzling pattern. Alternatively, the theorist could think that she 

is doing something normative: she wants to propose criteria of admissibility that would be good to employ 

going forward. Or she could think of herself as engaged in a project that is partly descriptive and partly 

normative, looking for criteria that seem good and that fit with “enough” ordinary judgments to make it 

plausible that courts and popular intuitions were roughly tracking something like these criteria all along. 

 

Pardo tells us very little about how he thinks of his project. He states that “[t]he central thesis of this paper 

is that epistemic safety is important for legal evidence and that it plays significant roles in the law of 

evidence” (op.cit.). But this could mean all kinds of things. And Pardo tells us no more about the “significant 

roles” that he has in mind. So, it is unclear whether he conceives of his project as descriptive, normative, or 

something else. Meanwhile, Enoch, Fisher and Spectre set themselves a very modest goal: they say that 

“the initial challenge is to vindicate any distinction at all, to show any reason at all to treat statistical evidence 

more suspiciously than individual evidence” (op.cit. p.199, emphasis added). But there is already a major 

literature attempting to explain the law’s treatment of statistical and individualized evidence by drawing 
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distinctions between them. So one might think that this is an easy task. Moreover, it is also a strange task; 

if we only identify a single reason for treating statistical evidence suspiciously, then it is unclear how this 

could explain rules of admissibility. There are plenty of things that we should do all-things-considered 

even though there is one reason not to do them. Admitting statistical evidence might be one of these things. 

 

By the end of their paper, it is clear that Enoch, Fisher and Spectre have attempted a combination of the 

descriptive and the normative project. They suggest that legal practice and popular intuition are motivated 

by a concern for sensitivity, in the sense understood by contemporary epistemology (pp.205-210). But they 

argue that this is a bad reason to exclude evidence, since the law should not care about knowledge (pp.210-

216). However, they then argue that the law nevertheless should care about providing good incentives for 

not engaging in criminal or tortious conduct, and that this requires us not to admit insensitive evidence 

(pp.216-223). So we end up with a picture akin to a Gettier case: legal practice and popular intuition treat 

statistical evidence with suspicion based on a consideration that does not matter to law, but, helpfully, this 

consideration tracks another consideration that does matter to law and also tells against statistical evidence, 

so we have been getting things right for the wrong reasons. In other words: our motivating reason for 

treating statistical evidence with suspicion was not a genuine normative reason to do so, but, fortunately, 

we ended up tracking something else that genuinely was a normative reason for this kind of suspicion. 

 

My arguments suggest that, if our project is descriptive, normative, or some combination of the two, then 

neither sensitivity nor safety is cut out for the job. Attempts to identify the criterion that judges and 

ordinary folk actually have in mind (however inchoately) when making judgments about admissibility 

must be extensionally adequate — they must divide admissible from inadmissible evidence in a way that 

matches these judgments. A descriptive project must describe the phenomena accurately. But the 

counterexamples in section 3.1 show that sensitivity and safety are extensionally inadequate; much sensitive 

and safe evidence is inadmissible, and much admissible evidence is both insensitive and unsafe. Moreover, 

attempts to explain case history by identifying the the basis for our real, historical rulings of inadmissibility 

must take admissibility to turn on factors that judges were able to detect at the time when they issued these 

rulings. And judges are not able to detect the sensitivity or safety of evidence at this time. That is because, 

as discussed above, sensitivity and safety are factive; if the verdict that a piece of evidence supports is 

actually false, then the evidence is insensitive and unsafe. And judges are not in a position to determine the 

verdict of a trial prior to the trial. So, they are not in a position to apply sensitivity and safety criteria prior 

to trial — which is when they must issue their rulings. (And, as discussed in section 4.2, conditional criteria 

are scarcely easier to apply than factive criteria.) Thus, they simply cannot be using these criteria. 

 

So much for the descriptive project. But if our project is the normative one of proposing criteria that courts 

should use to determine admissibility henceforth, then the factivity worry still stands. For it is not only the 

judges of the past who were not in a position to determine the verdict of a trial prior to the trial itself. The 

judges of the present and future cannot do this either. In general, a factive criterion is a criterion that asks 

judges to do something that they simply cannot do. Thus, it is not a good criterion to propose that judges 

use henceforth. And we cannot get around this issue by claiming that our project is some combination of 

the descriptive one and the normative one. A criterion that courts cannot have been using all along and 

cannot start using now is unsuitable for either a descriptive or a normative project, and no more suitable 

for a project that is a mixture of the two. 

 

If our project is neither the descriptive one nor the normative one, what else could it be? Here is one 

possibility. Consider the way rule consequentialists in ethics think about the value of simple moral rules like 
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“Do not lie” and “Do not steal”.14 Rule consequentialists hold that what ultimately matters is just that we 

act so as to produce the best consequences. But they recognize that it is often difficult to tell which act will 

produce the best consequences. So they advocate for the use of simple moral rules in everyday decision-

making, seeing these rules as useful heuristics that are justified because our using them conduces to good 

consequences more often than our use of other, more complicated rules would do. On these views, 

consequentialist considerations provide the underlying rationale for simple rules like “Do not lie” and “Do 

not steal”. Perhaps, then, something like this is the way sensitivity and safety are supposed to explain our 

intuitions and legal practices regarding statistical evidence. The explanation might be that what ultimately 

matters is that our evidence is sensitive and/or safe (or that it leads to sensitive/safe verdicts), but, since it 

is difficult for judges to tell whether this is true of any given piece of evidence at the time when they must 

issue their rulings of admissibility, they instead employ simple rules like “Do not admit naked statistical 

evidence!” as useful heuristics that conduce to the goal of admitting only sensitive/safe evidence (or issuing 

sensitive/safe verdicts) more often than other, more complicated rules would do. On this rule-

consequentialist-style approach, the descriptive and normative aspects of our project come apart. Our 

project is to provide the underlying normative rationale for the simpler admissibility criteria that we think 

that judges and ordinary folk have, as a descriptive matter, been using.15 

 

For this rule-consequentialist-style strategy to work, we must do three things. First, we must identify the 

content of the simple rule that we think actually drives judges’ rulings and popular intuitions in cases like 

the bus company case. Second, we must formulate a sensitivity or safety criterion that seems intuitively 

compelling, such that it could plausibly be something that the law ultimately seeks to promote and that 

provides the underlying normative rationale for the simple rule. Third, we must show that the simple rule 

(as we have described it) conduces to sensitivity or safety (as we have formulated it) well enough for our 

criterion to provide the underlying rationale for the rule. 

 

I doubt that we can do any of these things.  

 

First, I doubt that we can identify the simple rule that is allegedly the basis for courts’ previous rulings and 

for our intuitions. The rule cannot just be “Do not admit statistical evidence”, since, as I mentioned earlier, 

statistical evidence is sometimes not only admitted but used as the basis for a finding of fact. Furthermore, 

as I also mentioned earlier, we do not have clear definitions of the terms “naked statistical” and 

“individualized”. These terms are stipulative. In the literature, “naked statistical evidence” refers to the 

intuitively bad kind of evidence exemplified by the market share data in the bus company case, and 

“individualized evidence” refers to the intuitively good kind of evidence exemplified by eyewitness 

testimony. But this is not specific enough to be a clear and simple rule.  

 

Second, and more damningly, I also doubt that we can formulate a version of a sensitivity or safety criterion 

that seems intuitively compelling, and thus could provide the underlying normative rationale for the 

simple rule. Given the trilemma for modal criteria of admissibility set out in section 3.3, I can see no way 

of formulating a sensitivity or safety criterion that seems like a good thing for the law to aim at. None of 

the formulations considered in that section seemed to capture what we want from a prohibition on naked 

statistical evidence; they turn our attention to the wrong worlds, take a needlessly contentious position on 

the metaphysics of crimes and accidents, or render the basic facts of the case inadmissible. And, since it is 

a mistake to think of safe evidence (or any evidence) as “ruling out” possibilities, as I argued in section 3.4, 

safety does not seem to be a good measure of evidence’s probative value. But if there is no formulation of 

 
14 See, for instance, Hooker (2000). 
15 Thanks to [redacted] for helpful discussion of this way of conceiving of our project. 



Neither Sensitivity Nor Safety – draft 3 

 Page 18 of 20 

a sensitivity or safety criterion that seems like a good thing for the law to aim at, then these criteria cannot 

provide the underlying normative rationale for a simple rule about not admitting statistical evidence, even 

if we were to find a clear statement of such a rule.  

 

Lastly, even if we found both a clear and extensionally adequate statement of a simple rule and a version 

of a safety or sensitivity criterion that seems like something the law should promote, this would not yet 

show that the criterion provides the underlying normative rationale for the rule. We would still have to 

show that judges’ using the rule (as we state it) conduces to sensitivity or safety (as we formulate it) well 

enough for this desideratum to rationalize using the rule. It is not clear what it would take to show this. I 

leave the task to future scholars, if they want to take it up. But I would recommend that they do not. 

 

 

5. Conclusion 

 

I have argued that neither sensitivity nor safety can explain popular intuition and legal practice regarding 

“naked” statistical evidence. I do not intend to cast aspersions on the general project of looking for an 

account of what is wrong with such evidence. On the contrary, I think that the project is important and 

should continue. But this is not the way to do it. In short: we are not going to explain our intuitions and 

legal practices on this topic by journeying across modal space. I hope that I have said enough in this paper 

to encourage scholars to abort the mission and get back on track. 
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